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a b s t r a c t 

The field of single-view 3D shape reconstruction and generation using deep learning techniques has seen 

rapid growth in the past five years. As the field is reaching a stage of maturity, a plethora of methods has 

been continuously proposed with the aim of pushing the state of research further. This article focuses on 

surveying the literature by classifying these methods according to the shape representation they use as an 

output. Specifically, it covers each method’s main contributions, degree of supervision, training paradigm, 

and its relation to the whole body of literature. Additionally, this survey discusses common 3D datasets, 

loss functions, and evaluation metrics used in the field. Finally, it provides a thorough analysis and reflec- 

tions on the current state of research and provides a summary of the open problems and possible future 

directions. This work is an effort to introduce the field of data-driven single-view 3D reconstruction to 

interested researchers while being comprehensive enough to act as a reference to those who already do 

research in the field. 

© 2021 Elsevier Ltd. All rights reserved. 
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. Introduction 

Deep learning has brought about an encouraging performance 

n a multitude of tasks in computer vision, achieving impressive 

esults over conventional methods that depend on handcrafted 

eatures. Tasks like image classification [1] , object detection [2] , 

nd object localization and segmentation [3] have benefited a lot 

rom applying deep learning algorithms. Most of the state-of-the- 

rt performances in computer vision tasks are achieved by deep- 

earning-based methods 1 . 

There has been a rapidly growing interest in expanding the 

pplication of deep learning methods to otherwise unexplored 

enues in computer vision other than the traditional 2D tasks. 

mong these fields is 3D machine learning, an interdisciplinary 

eld that integrates computer vision, machine learning, and com- 

uter graphics. Activities within this field can broadly be divided 

nto two categories: 3D geometry analysis and 3D synthesis. Spe- 

ific tasks in 3D machine learning include pose estimation [4] , 

hape completion [5] , 3D shape classification [6] , retrieval [7] , re- 

onstruction, and generation. 
✩ This paper was recommended for publication by Yotam Gingold. 
∗ Corresponding author. 

E-mail addresses: george.fahim@iams.edu.eg (G. Fahim),

.amin@ci.menofia.edu.eg (K. Amin), sameh.shenoda@ci.menofia.edu.eg (S. Zarif). 
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This survey paper focuses on deep learning advances in 3D 

hape reconstruction and generation, specifically single-view re- 

onstruction of 3D objects (scene reconstruction and organic 

hapes human faces and bodies reconstruction are beyond the 

cope of this paper), a topic that belongs to the 3D synthesis cate- 

ory and has attracted a lot of scientific attention in recent years. 

he problem of single-view 3D shape reconstruction can be framed 

s follows: Given a single image representing an object in 2D, how 

ne can reconstruct a 3D representation of the depicted object as 

aithfully as possible. This problem of reconstructing a 3D shape 

rom a 2D representation is ill-posed since there is no unique so- 

ution for it, especially because one has to hallucinate the informa- 

ion lost in the original 3D to 2D projection more so when there is 

n occlusion. 

Conventionally, 3D reconstruction was approached traditionally 

sing methods like Structure from Motion (SfM) [8] and Multi- 

iew Stereo (MVS) [9] . These approaches require an adequate 

umber of images with a small baseline viewpoint differences. 

hey also either require known camera calibration (internal and 

xternal) or need to compute these camera properties. They also 

eed to compute a correspondence between images to finally com- 

ute the representation of the 3D shape and lift these images col- 

ectively from 2D to 3D. 

Single-view 3D reconstruction is a long-standing problem that 

as also been tackled using conventional computer vision algo- 

ithms [10,11] . These approaches require extensive user-specified 

onstraints and/or strong assumptions concerning the image at 

https://doi.org/10.1016/j.cag.2020.12.004
http://www.ScienceDirect.com
http://www.elsevier.com/locate/cag
http://crossmark.crossref.org/dialog/?doi=10.1016/j.cag.2020.12.004&domain=pdf
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Fig. 1. The Stanford Bunny in different 3D representations. 

Fig. 2. 3D shape representations commonly used in single-view 3D reconstruction 

methods. 
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Fig. 3. Encoder-Decoder architecture for single-view 3D reconstruction. 
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3

and. This resulted in sub-optimal results that were not general- 

zable. Researchers have been trying to mitigate such drawbacks 

sing deep learning methods that are discussed in this survey pa- 

er. 

In the earliest endeavors, many researchers did not work di- 

ectly on 3D data but preferred to work on intermediate repre- 

entations such as projections [12,13] and 2.5D (e.g. RGBD images) 

ata [14–16] . The main reason behind this choice of representa- 

ion was the availability of Convolutional Neural Network (CNN) 

rchitectures that were by design capable of working on 2D im- 

ges directly. However, other researchers envisioned the modifica- 

ion of conventional CNNs to work directly on 3D data. This survey 

ocuses mainly on these endeavors that work directly on 3D data. 

3D deep learning makes use of several 3D shape data repre- 

entations that can be broadly divided into Euclidean representa- 

ions and non-Euclidean (also referred to as geometric) represen- 

ations of data. In 3D reconstruction literature, shapes are usually 

epresented as either voxel grids shown in Fig. 1 a or octrees shown 

n Fig. 1 b which belong to the Euclidean category, or as 3D point

louds shown in Fig. 1 c or 3D meshes shown in Fig. 1 d which be-

ong to the non-Euclidean geometric category. Fig. 2 shows the 3D 

hape representations covered in this paper. For further discussion 

n different representations of 3D data and their use in deep learn- 

ng one can refer to these excellent surveys [17]–[19] . 

The remainder of the paper is structured as follows: 

ection 2 presents different single-image 3D reconstruction meth- 

ds that use Euclidean shape representations. Section 3 presents 

ethods that use geometric shape representations. Section 4 cov- 

rs methods based on implicit surfaces and geometric primitive 

epresentations. It also covers hybrid methods that make use of 

ifferent shape representations in their pipelines. Commonly used 

D datasets, loss functions, and evaluation metrics are discussed 

n Section 5 . Additionally, Section 5 provides a discussion on the 

urrent trends, challenges, and possible future directions in the 

eld. Finally, Section 6 concludes this paper. 
165 
. Euclidean volumetric approaches 

The seminal work done by Wu et al. [20] and Maturana and 

cherer [21] concurrently albeit separately is what paved the road 

or working on 3D volumetric data directly using 3D CNNs. Prior 

o their work, 3D CNNs were used in video analysis tasks assum- 

ng time as the third dimension. However, the spatially volumet- 

ic representation embedded in the architecture of 3D CNNs also 

tted as a suitable representation for 3D objects as an occupancy 

rid of voxels. A 3D object can be represented as “a probabilistic 

istribution of binary variables on a 3D voxel grid. Each 3D mesh 

s represented as a binary tensor: 1 indicates the voxel is inside the 

esh surface, and 0 indicates the voxel is outside the mesh” [20] . 

espite that the purpose of these two projects was not 3D recon- 

truction but more generic 3D analysis tasks like object recognition 

nd retrieval, still they were instrumental in directing the research 

owards more specialized tasks like 3D reconstruction using the in- 

roduced volumetric voxel grid representation. 

.1. Voxel grid as an output 

Most of the methods that fall under this category follow the 

ncoder-decoder pattern where an image is encoded into a learned 

eature vector or a latent space and then decoded in an opposite 

ashion into a voxel representation of the 3D shape as illustrated 

n Fig. 3 . This is usually done under the supervision of synthetic 

ata of voxelized 3D meshes and their respective renderings. Other 

ethods relax this requirement by relying on 2D images only for 

upervision. Using voxel grids as an output is a quite popular ap- 

roach and most of the body of literature on single-view 3D re- 

onstruction can be categorized under this approach. 

.1.1. 3D Supervised methods 

Methods that use 3D supervision require the availability of 

D ground truth shapes during training. They can be further di- 
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ided into generative and non-generative methods. Non-generative 

ethods are only capable of reconstructing a shape given an input 

mage. On the other hand, Generative models tend to learn the 

robabilistic distribution of a range of shapes thus are capable of 

ynthesizing novel shapes in addition to recovering shapes from 

mages. 

Non-generative Methods 

One of the first approaches (and widely used nowadays as a 

aseline for comparison) for 3D reconstruction using voxel repre- 

entation was presented by Choy et al. [22] . The researchers, mo- 

ivated by the need for an end-to-end automatically learned and 

ata-driven method that is able to reconstruct 3D shapes from 

oth single and multi-view images, proposed 3D-R2N2 a Recurrent 

eural Network (RNN) to learn the mapping between images and 

heir underlying 3D shapes in a unified approach that is capable 

f reconstructing the 3D shape from as few as a single image but 

lso capable of refining the 3D representation when more views 

re available. 

The main contribution of their work is the proposed 3D Con- 

olutional Long Short-Term Memory (3D-LSTM) which resides be- 

ween the encoder and the decoder. Several 3D-LSTM units are as- 

embled in a volumetric grid structure, and each unit is restricted 

n its connections to enforce spatial locality for each unit so that 

t contributes to the reconstruction of only a small part of the 

hole 3D shape. The 3D-LSTM unit can update its hidden state se- 

ectively by opening or closing its input and forget gates depend- 

ng on the new view fed into it through the encoder. The encoder 

nd decoder are standard feedforward convolutional networks, and 

he researchers also experimented with deep residual networks. 

he encoder contained a series of convolution, pooling, leaky ReLU 

Rectified Linear Unit) layers followed by a fully connected layer. 

he deep residual variation has identity matching connections af- 

er every two convolution layers except for the fourth pair. The 

ecoder also follows the same pattern except for unpooling lay- 

rs instead of pooling ones until the required output volume size 

s reached. 

The 3D-R2N2 is credited with being the first to work on 3D 

oxel grids directly for 3D reconstruction. The researchers ap- 

roached the problem in a way that made single and multi-view 

econstruction possible in one architecture. Additionally, the exper- 

ments show that their approach achieved better results over con- 

entional methods in multi-view reconstruction when the number 

f views is limited. In single-view reconstruction, their work out- 

erformed the work done by Kar et al. [23] which is discussed in 

his survey under mesh representations. 

Sun et al. [24] proposed Im2Avatar an architecture that recon- 

tructs colorful 3D objects from single-view images. The problem 

f recovering surface color along with predicting a 3D shape was 

uccinctly tackled in Tulsiani et al. work [25] as one form of weak 

upervision from RGB images as will be discussed below, however, 

m2Avatar architecture is dedicated to recovering both shape and 

olor simultaneously. The researchers proposed two independent 

ncoder-decoder networks, one for shape reconstruction and the 

ther for estimating surface color. The color learning process is 

urther divided into two methods. The first method regresses the 

olor from the image directly, and the other samples the color from 

 projected 2D view of the 3D shape. The two methods are then 

lended to recover the final appearance of the 3D shape. 

Another contribution of Sun et al. work is the modified form of 

ross-entropy loss function for 3D shape learning which incorpo- 

ates calculating both the false positive and false negative cross- 

ntropies separately to compose the Mean Squared False Cross- 

ntropy Loss (MSFCEL) which is a variant of Mean Squared False 

rror (MSFE). The reason behind this new formulation is to balance 

he accuracies of predicting both the empty and occupied voxels 

ince their losses are minimized together. 
166 
In an attempt to recover 3D shapes from user-drawn sketches, 

elanoy et al. [26] proposed a novel method to seamlessly inte- 

rate interactive 2D sketching and 3D visualization. Their model 

s made of a single-view shape predictor network and an updater 

etwork. The two work together to reconstruct shapes from one 

r more user-drawn sketches. First, the single-view network takes 

ne sketch and predicts an initial 3D shape as a voxel grid, then 

dditional sketches even from different views can be used to 

efine the prediction using the updater network iteratively. To 

implify the training procedure, the single-view network is trained 

rst on line drawings and their respective ground truth 3D shapes. 

fter training the single-view network, its predictions are used as 

raining data for the updater network. The researchers also built 

 user interface that incorporates a 3D camera to aid the user 

n sketching from different views with the option to convert the 

rawing to a 3D prediction at any point of time during sketching. 

To produce higher resolution reconstructions, Richter and Roth 

27] proposed a novel two-stage approach towards voxel-based re- 

onstructions. The main idea of the work is to encode the 3D shape 

ore compactly by representing a shape as an n -channel image, 

here n is the number of voxels along the z-direction. This ap- 

roach translates the problem into a 2D dense pixel prediction 

ask, where each pixel represents a whole row of voxels (a voxel 

ube). The decoder then predicts entire voxel tubes instead of in- 

ividual voxels using such representation. The second stage allows 

or further higher resolution reconstructions where voxel tubes are 

ompressed by means of shape layers. Each shape layer is the re- 

ult of fusing six depth maps orthogonally projected from both the 

ositive and negative X, Y, and Z axes. Each pair belonging to a 

pecific axis are fused to construct a shape from this specific view. 

inally, the three shapes are fused through their intersection. The 

forementioned shape layers can even be nested to compose more 

omplex shapes through a series of additions/subtractions between 

hapes in different layers. This novel approach allows for single- 

iew reconstructions with resolution up to 256 3 , an unprecedented 

chievement using voxel representation. 

Shape plausibility and consistency was tackled by Wu et al. 

28] by introducing a network that learns shape priors. The re- 

earchers’ work is an extension of their MarrNet [29] network 

discussed below under 2D supervised methods). They added a 

hape naturalness network which is basically a 3D-GAN [30] with 

asserstein distance and gradient penalty as a loss function. In 

his adversarially trained network the discriminator learns to dis- 

inguish between realistic shapes from unrealistic ones, thus can 

e used as a naturalness discriminator since it has the ability to 

odel the distribution of real shapes. 

Also exploiting shape priors to learn generic shape represen- 

ation that is class-agnostic, Zhang et al. [31] proposed General- 

zable Reconstruction (GenRe) framework. This framework divides 

he reconstruction process into three different modules: a single- 

iew depth estimator, a spherical map inpainting network, and a 

oxel refinement network. These learnable modules are connected 

hrough geometric projections. The depth estimator takes an RGB 

mage and estimates a depth map. The role of the spherical map 

npainting network is to take a partial spherical map projected 

rom the depth map and learns to fill the missing data to represent 

he shape’s whole surface. The voxel refinement network takes two 

rojections in voxel space, one projected from the estimated depth 

ap, and the other projected from the inpainted spherical map, 

hen it reconstructs the final shape by integrating the two pro- 

ected shapes into one final output. 

A different approach towards recovering shape from both 

ingle-view and multi-view inputs that is also context-aware 

as proposed by Xie et al. [32] . The researchers’ work can be 

onsidered an attempt to overcome the drawbacks of RNN-based 

ethods like 3D-R2N2 [22] . The main problems with RNN-based 
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Fig. 4. TL-embedding network as originally shown in [34] . (a) The network struc- 

ture for training. (b) The network structure for testing. 
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ethods are their sensitivity to image order, their inability to fully 

tilize all the images due to long-term memory loss, and their time 

nd calculation complexity. Alternatively, the researchers proposed 

 parallel approach to encode several image inputs and decode 

hem into coarse volumes simultaneously. The coarse volumes are 

hen fed into a context-aware fusion network that bases its fusion 

n a learned fusion score. Finally, the fused volume is further re- 

ned using the third component of the model, the refiner module. 

In an attempt to address topology along with shape reconstruc- 

ion, a recent approach [33] tackled the issue by incorporating 

wo topological properties into the reconstruction pipeline, namely, 

onnectivity and genus number (number of holes). To this end, the 

esearchers proposed a topology-aware autoencoder called TPW- 

oder. This autoencoder extends the MarrNet [29] architecture by 

ntroducing two loss functions - combined as a topological loss - 

hat minimize the discrepancies in connectivity and genus between 

he ground truth shape and the reconstructed shape, where genus 

nd connectivity prediction is posed as a classification problem. 

he TPWCoder is first pre-trained on the ground truth voxel, con- 

ectivity, and genus data, then the whole model along with Marr- 

et 3D shape estimator is fine-tuned together. 

Generative Methods The first to propose a generative model for 

he 3D reconstruction problem was Girdhar et al. [34] . The re- 

earchers were motivated by the need to create an object represen- 

ation that is both generative in 3D and predictable from 2D im- 

ges. Thus, they divided their architecture (termed TL-embedding 

hown in Fig. 4 ) into two parts: one that deals with encoding and

ecoding the 3D shape using an autoencoder with a bottleneck of 

 64-dimensional embedding, and the other part is a pre-trained 

etwork that learns the mapping of 2D images into the same 64D 

mbedding space. 

The proposed TL-embedding network architecture, was trained 

n three distinct stages. The autoencoder was trained under 3D su- 

ervision of voxelized shapes using cross-entropy loss. The image 

etwork is in fact a slightly modified AlexNet [35] initialized with 

mageNet [36] weights and learned to regress to the autoencoder 

oefficients using Euclidean loss. The third stage was to jointly 

ne-tune the whole network using both loss functions. During 

esting, the encoder part is removed and the image goes through 

he image network to produce the 64D feature vector which is 

hen fed into the decoder part of the autoencoder to produce the 

D voxel representation of the object. 

The main contribution of Girdhar et al. other than the novel TL- 

mbedding network architecture was the introduction of a latent 

pace that is smooth and generative where one can interpolate be- 

ween two shapes and get a new shape that the network has not 

een before during training. Additionally, the latent representation 
167 
llowed 3D arithmetic where shapes can be added or subtracted 

rom each other to produce novel shapes. The researchers also ex- 

erimented with 3D model retrieval which is a task that the net- 

ork has not been specifically trained for but still managed to per- 

orm with quite good results. 

In a similar vein but using a Generative Adversarial Network 

GAN) [37] Wu et al. [30] proposed a generative-adversarial model 

alled 3D-GAN. It uses a generator that is fed a latent vector sam- 

led from a probabilistic latent space and maps it to a voxel grid 

epresenting the 3D object. It also uses a discriminator that learns 

o distinguish between objects generated from the generator and 

eal 3D objects. The adversarial interaction between the generator 

nd the discriminator lets them both learn better: the generator 

earns to generate objects that can fool the discriminator and the 

iscriminator learns to enhance its discriminative ability to distin- 

uish between real and generated objects. 

To equip the 3D-GAN model to perform reconstruction from im- 

ges, the researchers incorporated a Variational Autoencoder (VAE) 

38] as an image encoder that maps a 2D image into the la- 

ent space described above. The extended model thus contains 

n image encoder, a decoder (which is the generator of the 3D- 

AN), and a discriminator. In addition to the cross-entropy loss 

sed to train the 3D-GAN, the extended model (called 3D-VAE- 

AN) uses an additional reconstruction loss and Kullback Leibler 

KL) divergence loss. The aim of the KL divergence loss is to re- 

trict the variational distribution and sampling distribution (used 

s an input to the generator) to be from the same prior distribu- 

ion of the latent space. The latent space has the same properties 

s in the TL-embedding network, it is smooth, allows interpola- 

ion between objects even from different classes, and supports 3D 

rithmetic. 

Liu et al. [39] extended the 3D-GAN model to work in an inter- 

ctive tool for 3D modeling. This was achieved by devising an addi- 

ional projection operator that maps from the user input in a voxel 

rid form to a feature vector in the latent space of the 3D-GAN. 

mith and Meger [40] also extended the 3D-GAN model. They em- 

loyed the Wasserstein distance normalized with gradient penal- 

zation as a training objective, which made them achieve better re- 

ults than the original 3D-GAN. Another recent improvement to the 

D-GAN model was proposed by Zhu et al. [41] . The researchers in- 

roduced an additional enhancer network that is trained with syn- 

hetic images in an adversarial manner. The learned high-level im- 

ge features of the enhancer network are fed into the GAN gener- 

tor during training for a better generation of shapes. 

Along the same lines, Brock et al. [42] proposed a VAE for voxel 

odeling and they created a user interface to visualize the latent 

pace interpolation. Additionally, they modified the cross-entropy 

oss function to reduce the vanishing gradient problem and to 

void the network from getting stuck in a local optimum. This was 

one by adding a hyperparameter that weighs the relative impor- 

ance of false negatives against false positives. Also, they changed 

he range of the binary target value from {0,1} to {-1,2} and they 

lipped the output to be in the range [ 0 . 1 , 1 ) to increase the mag- 

itude of the loss gradient thus reducing the probability of vanish- 

ng gradients. 

In an attempt to produce higher quality shapes and to ease 

he learning process - by avoiding multi-stage training - Liu et al. 

43] adopted a hierarchical approach towards learning the latent 

ariable instead of learning a single latent representation of data, 

nd proposed the Variational Shape Learner (VSL). The researchers’ 

ain idea was to use skip connections to combine a number of 

ocal latent variables to form a global latent variable. Each local 

ariable represents a specific level of abstraction, where variables 

loser to the input represent lower-level features and the ones 

arther away from the input represent higher-level features in a 

oherent hierarchical manner. All local variables and the global 

Administrator
高亮

Administrator
高亮



G. Fahim, K. Amin and S. Zarif Computers & Graphics 94 (2021) 164–190 

v

s

u

a

a

w

p

d

s

w

t

b

f

t

d

w

2

c

p

a

o

j

n

a

a

p

2

b

t

t

s

l

i

a

o

c

t

o

i

[

w

s

f

m

Y

v

s

o

t

a

o

f

l

r

c

t

f

f

i

c

m

e

c

p

t

t

3

s

t

p

t

t

t

e

r

c

w

r

m

m

(

p

t

l

g

i

s

g

a

w

a

a

t

l

p

w

l

b

t

a

s

p

s

s

c

a

T

m

o

g

t

a

v

l

w

ariable are concatenated at the end to represent the encoded 

hape. The proposed generative model was jointly trained and was 

sed for single-view reconstruction as well as shape classification 

nd retrieval. 

To enforce structural consistency in a generative model, Bal- 

shova et al. [44] proposed an additional structure detector net- 

ork to a VAE based architecture. Their work aimed to retain im- 

ortant structural elements within an object category (e.g. chairs) 

uring reconstruction. The structure detector was used to learn 

emantic landmarks of shapes from a specific category and then 

as used as a guide for the generator to produce shapes consis- 

ent with the output of the structure detector. This was achieved 

y adding a structure consistency loss term to the generator’s loss 

unction. The encoder/generator and the structure detector were 

rained separately, then the encoder was fixed and the structure 

etector and the generator were trained together, and lastly, the 

hole model was fine-tuned together. 

.1.2. 2D Supervised methods 

Yan et al. [45] approached the problem of single-view 3D re- 

onstruction from a different perspective, from the learning agent’s 

oint of view. Two assumptions were made: first, the learning 

gent has a built-in camera to convert from 3D objects into 2D 

bservations. Second, the learning agent can disentangle the ob- 

ect’s intrinsic properties like geometry and material from exter- 

al factors relating to view-point changes like orientation, position, 

nd illumination. The proposed method then handles the problem 

s a dense prediction problem. The researchers devised two ap- 

roaches: one required 3D supervision and the other depended on 

D silhouettes only for supervision, with the possibility of com- 

ining both approaches. The network architecture called Perspec- 

ive Transformer Network (PTN) followed the encoder-decoder pat- 

ern with the decoder divided into a volume generator and a per- 

pective transformer layer which is a differentiable dense sampling 

ayer. The aim of this additional layer is to transform a 3D shape 

nto a 2D observation from a particular point of view. An extensive 

blation study was performed with single-class, multi-class, and 

ut-of-category (unseen classes). Also, different loss functions were 

ompared in each variation. The performance of the network with 

he perspective transformer layer proved to be superior even with- 

ut 3D supervision and also generalized better than other variants 

n the out-of-category tests. 

As an alternative to using full 3D supervision, Gwak et al. 

46] further extended their work done on 3D-R2N2 architecture 

ith an additional Raytrace Pooling layer that renders the recon- 

tructed voxel shape into a 2D mask. The 2D masks are then used 

or 2D supervision against ground truth 2D masks in a similar 

anner to the perspective transformer layer described above in 

an et al. [45] work. However, the researchers also added an ad- 

ersarial constraint to ensure the plausibility of the reconstructed 

hape. To this end, they framed the problem as a constrained 

ptimization problem. The adversarial constraint aims to restrict 

he reconstruction to lie inside the manifold of the plausible 

nd realistic shapes within a category or class. This constrained 

ptimization problem was solved using the log barrier method, by 

ormulating a function similar to the GAN discriminator and its 

oss function. 

The researchers at MIT CSAIL 2 - noticing the noisy and blurry 

econstructions of their 3D-GAN model - tried to tackle the 3D re- 

onstruction problem differently. This time Wu et al. [29] proposed 

he MarrNet model to first estimate 2.5D sketches (depth and sur- 

ace normal maps) from a 2D image then estimate the 3D shape 

rom the 2.5D sketches. Although this method does not regress an 
2 https://www.csail.mit.edu/ . 

o

r

c

168 
mage to a 3D voxel grid directly, the 2.5D sketch estimator is only 

onsidered a component for intermediate representation, and the 

ethod targets 3D shape reconstruction in the voxel grid format. 

The MarrNet model contains two main modules (2.5D sketches 

stimator and 3D shape estimator) and an additional reprojection 

onsistency function. Both modules follow the encoder-decoder 

attern. Each module is trained separately on synthetic data then 

he whole model is fine-tuned with real data using the reprojec- 

ion consistency loss function, but with fixing the decoder of the 

D estimator to prevent overfitting and to preserve the learned 

hape prior. 

MarrNet outperformed the baselines and proved to adapt well 

o real data but still suffered from failure in images with com- 

lex shapes and thin structures. Another achievement attributed 

o MarrNet is its ability to reconstruct 3D shapes with a resolu- 

ion of 128 3 , an unprecedented result within the voxel represen- 

ation category at the time except for the work done by Johnston 

t al. [47] where the researchers achieved the same result of 128 3 

esolution through replacing the decoder with an inverse discrete 

osine transform (IDCT) layer. 

An approach similar to MarrNet and PTN but depends on 

eaker multi-view supervision instead of direct 3D supervision or 

eprojection was proposed by Tulsiani et al. [25] . The researchers 

otivated by how active agents perceive the 3D world proposed 

ulti-view supervision from 2D images in different modalities 

RGB - foreground masks - depth maps). This weaker form of su- 

ervision guides the network to learn geometric consistency be- 

ween the predicted 3D shape and 2D observations. They formu- 

ated the Differentiable Ray Consistency (DRC) loss to achieve this 

eometric consistency. 

However, instead of using the 2D image as a whole for comput- 

ng the loss function, they reduced the loss to be the sum of con- 

istency losses between rays traversing through the predicted voxel 

rid and the predicted 3D shape, where each ray corresponds to 

 pixel in the image and is associated with a specific observation 

ith known camera intrinsic parameters. For each ray, the prob- 

bilities of the ray’s termination at each voxel along its path are 

ssigned a random variable each and grouped in a ray termina- 

ion event. Then event probabilities are computed to determine the 

ikelihood of termination at various voxels. For each termination 

oint, event costs determine how inconsistent is stopping there 

ith respect to the observation associated with the ray. This novel 

oss function was used to train the model and outperformed the 

aselines. One should notice that despite multi-view supervision, 

he DRC model is used to infer the 3D shape from a single image 

t test time. 

Another attempt to decrease the reliance on expensive 3D 

upervision was investigated by Yang et al. [48] . The researches 

roposed a unified model that can handle different modes of 

upervision (e.g. images annotated with camera pose from a 

ingle category, images annotated with camera pose from multiple 

ategories, unlabeled images). The model contained an encoder, 

 generator, a discriminator, and an additional projection module. 

he training paradigm was based on alternating between different 

odes of supervision in each training iteration. While each mode 

f supervision required a different loss function, the same model 

ot updated in all iterations. In the iterations with pose annota- 

ion, the loss function was a combination of a reconstruction loss 

nd a pose-invariance loss (for both encoded representations and 

oxels separately). The iterations that used unlabeled images the 

oss function was a typical adversarial loss. 

A self-supervised method for voxel-based shape prediction 

as proposed by Mees et al. [49] . The researchers approach uses 

nly image silhouettes as a supervisory signal. However, it also 

equires a class-specific mean shape. The proposed model has a 

onvolutional image encoder, an upconvolutional shape decoder, a 

https://www.csail.mit.edu/
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iewpoint regressor, and a 3D to 2D projection module. The train- 

ng is performed in multiple steps: first, the viewpoint estimator is 

rained for a number of epochs, then the whole network is trained 

n synthetic images. The second step involves fine-tuning the 

etwork using real images. The shape decoder predicts only the 

ifference between the class-specific mean shape and the desired 

hape to be predicted. The predicted shape is then projected 

nto camera space and the loss is computed between the ground 

ruth silhouette and the projected shapes silhouette using squared 

uclidean loss. The researchers validated the usefulness of their 

hape estimation model in the field of robotics by integrating it in 

 grasp planning experiment. 

In general, voxel-based methods constitute a huge part of the 

ork done in data-driven single-view 3D reconstruction. How- 

ver, this approach suffers from a major drawback. Voxel-based ap- 

roaches are quite popular because they are intuitive and straight 

orward, but they are not able to attain high-resolution reconstruc- 

ions. The highest resolution attained from purely voxel-based ap- 

roaches is 64 3 due to GPU memory constraints. This is mainly 

ecause the memory requirements grow cubically as the voxel res- 

lution increases. Additionally, the representation space is ineffi- 

iently used since voxels inside the shape take up memory and 

omputational resources without contributing to the final appear- 

nce which depends on boundary voxels only. 

.2. Octree as an output 

Due to the mentioned limitations of voxel-based methods, the 

esearch community had to explore other representations for 3D 

hapes that might not be as straight forward as voxels but more 

emory and computationally efficient. Among these alternative 

epresentations is the octree representation [50] . The first to ex- 

lore using an octree data structure as an alternative to regular 

oxel grids were Riegler et al. [51] then Wang et al. [52] briefly 

fterwards. An octree is a 3D space partitioning data structure, 

here each node can subdivide the space it represents into eight 

ctants depending on the density of the space represented. Oc- 

rees are more efficient spatial representation than standard voxels 

s they can represent any arbitrarily shaped object and they can 

epresent fine-grained details through recursively subdividing any 

ode into eight more children nodes instead of resorting to the 

niformly sized voxels in a regular voxel grid. The limitation of oc- 

rees is that they are still considered an approximation to the 3D 

hape regardless of the number of subdivisions since they cannot 

ully represent surface curvature. 

Riegler et al. [51] made two critical observations regarding the 

tandard voxel-based approaches. (1) Because of the sparsity of 

D data, and since the voxel occupancy percentage decreases as 

he voxel resolution increases, much of the computation power is 

asted on empty voxels. (2) Highest activations occur at the object 

oundary thus it is more efficient to focus computation power and 

emory allocation near the surface of the object. The researchers 

roposed OctNet which incorporates space partitioning function 

ithin the network architecture. Specifically, they placed a num- 

er of shallow octrees, with a fixed depth of three, in a grid struc- 

ure, where a large octree cell can cover a number of voxels away 

rom the surface, and finer octree cells cover voxels near the sur- 

ace. This efficient placement of different sized octree cells made 

orking on high-resolution shapes possible up to 256 3 , however, 

t required redefining the common network operations like con- 

olution, deconvolution, pooling, and unpooling in a way that can 

ork on this hybrid and irregular structure. 

Motivated by the same observations, Wang et al. [52] proposed 

he octree-based O-CNN which varies slightly from OctNet. In O- 

NN network operations are performed only on the surface bound- 

ry represented by the leaf octants at the finest level. Correspon- 
169 
ence between features at different levels is managed through a 

abel array, and a hash table is built to facilitate searching for the 

ocal neighborhood of octants for 3D convolution to be performed. 

t is worth mentioning that both OctNet and O-CNN use a fixed 

epth for the octree structure which makes these models suitable 

or 3D shape analysis tasks at a higher resolution but are not capa- 

le of performing reconstruction or generation of 3D shapes since 

he depth of the octree structure is not known beforehand in re- 

onstruction tasks but needs to be predicted. 

To perform 3D reconstruction using an octree-like structure, 

ne et al. [53] proposed the Hierarchical Surface Prediction (HSP) 

ethod. The key idea was to extend the network prediction from 

inary labeling of free vs. occupied voxel to a three-label predic- 

ion adding the prediction for ‘boundary’ voxels. The HSP model’s 

ecoder is used then to predict a data structure, the researchers 

alled ‘voxel block octree’, in a coarse to fine hierarchical manner. 

he coarse level is decoded in a straight forward manner, then the 

ecoder predicts the new and finer level through three steps. 

Given the feature block at the coarse level which contains in- 

ormation about all children nodes, the first step is to crop the 

eature space around the child octant of interest, then upsample 

he cropped feature map to a higher-resolution feature block, then 

astly, generate a higher-resolution voxel block. The generation step 

s performed under the supervision of ground truth labels (i.e. 

oundary, empty, occupied) at this specific level of the tree, which 

eans ground truth labels must be available for all levels of the 

ree. The decision to further subdivide a node or not is based on 

he number of predicted boundary labels at the current level, if it 

s above a certain threshold then children nodes are added, oth- 

rwise, no more children nodes are added and the final output is 

enerated from the cropped features at the previous level. 

Another method that predicts 3D shapes using octrees is the 

ctree Generating Network (OGN) proposed by Tatarchenko et al. 

54] . The researchers proposed to start the OGN decoder with a 

tandard voxel prediction block (called dense block) until a cer- 

ain resolution is reached, after that the feature maps of the dense 

lock, which already represent large uniform regions of the shape, 

re converted to an octree structure using a hash table for further 

rocessing to reconstruct finer details. The subsequent blocks of 

he decoder are responsible for handling the octree-based feature 

aps through custom-built convolution and up-convolution layers. 

ctree blocks are arranged in a sequence where each block is re- 

ponsible for predictions at a single level of the generated octree. 

t each octree level, the block responsible for it convolves the pre- 

ious features with learned weight filters then predict occupancies 

s either filled, empty, or mixed. The features of the empty and 

lled cells are discarded and the features of the mixed cells are 

ropagated to the next octree block. The process continues until 

he desired output resolution is attained. 

Wang et al. [55] further developed their previously proposed 

-CNN into Adaptive O-CNN. The researchers adopted the same 

ctree-based approach but proposed to represent the shape with 

daptive planar patches instead. To this end, they designed a 

ecoder to predict the occupancy probability (patch approxima- 

ion status) of octants as either empty, surface-well-approximated, 

r surface-poorly-approximated. Only octants with surface-poorly- 

pproximated labels are further subdivided into the next tree level 

hile propagating their features to their children nodes. Two loss 

unctions are incorporated in the network: a structure loss and 

 patch loss. The structure loss evaluates the difference between 

he predicted octree structure and the ground truth using cross- 

ntropy loss, while the patch loss measures the difference between 

he predicted plane parameters at all leaf octants and the ground 

ruth using squared distance error. 

The novel idea of representing leaf octants as planar patches 

nd terminating the subdivision process when these patches 
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dequately approximate the surface at the associated octant re- 

ulted in a generated octree representation that is more compact 

nd adaptive. However, the resultant shapes are not seamless and 

equire further post-processing. Additionally, since planar patches 

re used, surface curvature is not well represented nor adequately 

pproximated. 

In conclusion, Euclidean 3D shape representations provide a 

tructured way to represent 3D shapes for 3D reconstruction tasks. 

egular voxel grids are simple to process using 3D CNNs but are 

nefficient in terms of computation and memory consumption, thus 

re limited in their output resolution. On the other hand, Octrees 

rovide a structured and hierarchical representation of 3D shapes 

nd are more efficient. However, both representations cannot cap- 

ure the smoothness of the represented surface, nor can they pre- 

erve its intrinsic geometrical properties. These limitations encour- 

ged the researchers to experiment with geometric representations 

or 3D reconstruction tasks. Table 1 provides a summary of the dis- 

ussed Euclidean-based methods. 

. Non-Euclidean/geometric approaches 

The main types of non-Euclidean geometric data used in 3D 

nalysis and synthesis tasks are point clouds and 3D meshes. Point 

louds are sets of unstructured and unordered points scattered in 

 3D space that represent the surface of 3D objects. 3D polyg- 

nal meshes represent surfaces through connected vertices with 

oordinates in 3D space. 3D meshes can also be represented as 

raphs, where nodes represent vertices and edges represents the 

onnectivity between them. In comparison to Euclidean data, non- 

uclidean data lack a rasterized grid structure thus there is no 

lobal parameterization which makes processing such data chal- 

enging. Additionally, since there is no intrinsic ordering of indi- 

idual points or vertices, it is hard to extract neighborhood infor- 

ation from such points which makes convolutions nontrivial to 

mplement. 

.1. Point clouds as an output 

PointNet [56] and its successor PointNet ++ [57] are the first ar- 

hitectures that were able to perform 3D analysis on point clouds 

irectly. These models learn features directly from point cloud in- 

uts and are capable of performing shape classification, part seg- 

entation, and scene segmentation. PointNet solved two chal- 

enges inherent in point cloud representation. (1) The network 

eeded to be invariant to permutations since points are unordered. 

2) The network needed to be invariant to geometric transfor- 

ations so that results are not altered by point cloud rotations 

or example. These two properties were achieved by proposing 

n architecture that consisted of a series of individual and iden- 

ical layers of Multi-Layer Perceptrons (MLP), a symmetric max- 

ooling function, then another MLP to output a global feature 

ector. For transformation invariance, the researchers incorporated 

ithin the architecture a small network that predicts an affine 

ransformation matrix and applies it to the coordinates of input 

oints. PointNet ++ introduced hierarchical feature learning by us- 

ng PointNet on local regions then aggregating the local features. 

Nash and Williams proposed ShapeVAE [58] , a point cloud- 

ased generative model for describing and generating part seg- 

ented 3D objects. This model is based on an autoencoder and 

 low-dimensional embedding space. Novel shapes can be sam- 

led from the embedding space. Additionally, since points’ orienta- 

ions are part of the shape representation, 3D mesh reconstruction 

an be performed on the sampled points. However, this approach 

s capable only of synthesizing new shapes but not reconstruct- 

ng shapes from images, since it depends on an input of oriented 
170 
nd part segmented point clouds. Another point cloud based au- 

oencoder is FoldingNet proposed by Yang et al. [59] . FoldingNet’s 

ncoder is similar to PointNet. Its decoder works by deforming a 

D uniform grid of points into the desired output through a two- 

tep-folding network of MLPs. 

An extensive study on generative models learning latent rep- 

esentation using point clouds was done by Achlioptas et al. [60] . 

he researchers explored autoencoders, GANs, and Gaussian Mix- 

ure Models (GMM). They also experimented with different evalua- 

ion metrics: the Jensen-Shannon Divergence (JSD), coverage (COV), 

nd Minimum Matching Distance (MMD). The coverage and MMD 

re calculated using both Chamfer Distance (CD) and Earth Mover’s 

istance (EMD). Their proposed model was tested on shape com- 

letion and classification tasks. A different approach toward using 

ANs as a generative model for point cloud sets was proposed by 

i et al. [61] with the possibility of incorporating an image regres- 

or for image to point cloud transformation. More recently, Sun 

t al. proposed PointGrow [62] , an autoregressive model for gener- 

ting point cloud shapes with the possibility of generating shapes 

onditioned on 2D images. 

Closely related to the work done by Achlioptas et al. [60] is the 

enerative model recently proposed by Valsesia et al. [63] . The re- 

earchers however proposed a graph-convolutional GAN for point 

loud generation. Their main contribution is the generator that 

s capable of learning localized features using graph convolutions 

ven when the structure of the graph is not known a priori. The 

esearchers defined a graph convolution operation based on edge- 

onditioned convolution [64] for graphs, where at each layer and 

or each node in the graph, the feature vectors of the next layer are 

omputed by performing a weighted local aggregation of the fea- 

ure vectors of the node’s neighbors. An upsampling operation was 

lso defined based on local aggregation in a similar fashion to the 

raph convolution operation but with using diagonal weight ma- 

rices instead of dense matrices. The researchers incorporated the 

ame discriminator proposed by Achlioptas et al. [60] and trained 

 Wasserstein GAN with gradient penalty. 

The first to explicitly use point clouds for single-view 3D re- 

onstruction were Fan et al. [65] . The researchers proposed the 

oint Set Generation (PSG) network, and in their work, they exper- 

mented with different network design alternatives and different 

oss functions. They proposed a simple vanilla architecture shown 

n Fig. 5 (a), a two-branch version shown in Fig. 5 (b), and an hour-

lass version shown in Fig. 5 (c). The encoder was the same in the 

hree architectures and was fed an input image and a random vari- 

ble. The purpose of the random variable is to be incorporated in 

odeling shape uncertainty and in generating a distributional out- 

ut instead of a single output. The predictor in the vanilla ver- 

ion is a fully connected network that produces a matrix where 

ach row is the Cartesian coordinates of a single point. The two- 

ranch predictor has the fully connected network of the vanilla 

ersion to predict the shape’s intricate and fine structures and an 

pconvolution network to predict the shape’s main body. The two 

esults are combined through a set union to generate the final 

hape. The hourglass version is a deep network that performs en- 

oding and decoding recurrently to make better use of local and 

lobal information. The researchers experimented with two loss 

unctions the CD and EMD. The result of their work outperformed 

he 3D-R2N2 architecture using three different metrics: CD, EMD, 

nd Intersection-over-Union (IoU). 

The ShapeMVD proposed by Lun et al. [66] is a model that is 

apable of reconstructing 3D shapes from both single-view and 

ulti-view sketches through intermediate depth and normal maps 

hat are eventually fused into a point cloud output. The network 

as a separately trained convolutional encoder for different input 

iew configurations (only front view sketch available, only side 

iew sketch available, both front and side view sketches available, 
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Table 1 

A summary of the methods that use Euclidean representations. First section: Non-generative 3D supervised methods. Second section: Generative 3D supervised methods. Third section: 2D supervised methods. Fourth section: 

Octree methods. Method name links to official code (digital version). IoU: Intersection over Union, AP: Average Precision, CD: Chamfer Distance, EMD: Earth Mover’s Distance, PSNR: Peak Signal-to-Noise Ratio. 

Method Year 3D Representation Model Architecture Loss Function Output 

Resolution 

Dataset(s) Evaluation Metric 

https://github.com/chrischoy/3D-R2N2 

3D-R2N2 [22] 

2016 Voxel Encoder - 3D convolutional LSTM - 

decoder 

Voxel-wise cross entropy 32 3 ShapeNet IoU 

Online Products 

Pascal3D + 

IDCT [47] 2017 Voxel Encoder - inverse discrete cosine 

transform decoder 

Voxel-wise cross entropy 128 3 ShapeNet IoU 

Pascal3D + 

https: 

//github.com/syb7573330/im2avatar 

Im2Avatar [24] 

2018 Voxel Encoder - decoder (for both shape and 

color) 

Mean Squared False Cross-Entropy 

Loss 

64 3 ShapeNet IoU (shape) 

(CVN) Colorful Human Surface PSNR 

(color) 

http://ns.inria.fr/d3/3DSketching/ 3D 

sketching [26] 

2018 Voxel Single view CNN: U-net encoder-decoder Multinomial logistic loss 64 3 Shape COSEG IoU 

Updater CNN: unrolled recurrent network Procedural shapes 

https://bitbucket.org/visinf/ 

projects- 2018- matryoshka/src/master/ 

Matryoshka Network [27] 

2018 Voxel Encoder - decoder (with residual blocks) BCE, L1, L2, 256 3 ShapeNet IoU 

cosine Similarity, approx. IoU 

https://github.com/xiumingzhang/ 

GenRe-ShapeHD ShapeHD [28] 

2018 Voxel 2.5D sketch estimator (encoder: 

ResNet-18 - decoder) 

Voxel loss (BCE) 128 3 ShapeNet IoU 

3D shape estimator (encoder - decoder) Naturalness loss Pascal3D + CD 

Shape Naturalness network (WGAN) Pix3D 

https://github.com/xiumingzhang/ 

GenRe-ShapeHD GenRe [31] 

2018 Depth 

(intermediate) 

Depth estimator - spherical Voxel loss (BCE) 128 3 ShapeNet CD 

Voxel (output) inpainting network - voxel refinement 

network 

Depth estimator (L2) Pix3D 

https: 

//infinitescript.com/project/pix2vox/ 

Pix2Vox [32] 

2019 Voxel Encoder - decoder - context-aware fusion 

- refiner 

Voxel-wise cross entropy 32 3 ShapeNet IoU 

Pascal3D + 

TPWCoder [33] 2020 2.5D depth/normal 

maps 

(intermediate) 

MarrNet + TPWCoder (encoder-decoder) Reconstruction loss (BCE) 128 3 ABC IoU 

Voxel (output) Topology loss (CE) ShapeNet CD 

EMD 

https://github.com/rohitgirdhar/ 

GenerativePredictableVoxels T-L 

Embedding [34] 

2016 Voxel Encoder-decoder Cross entropy loss 20 3 ShapeNet AP 

Image network (Convnet) Euclidean loss 

https: 

//github.com/zck119/3dgan-release 

3D-GAN [30] 

2016 Voxel 3D GAN + VAE BCE 64 3 ShapeNet AP 

KL divergence loss ModelNet 

( continued on next page ) 
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Table 1 ( continued ) 

Method Year 3D Representation Model Architecture Loss Function Output 

Resolution 

Dataset(s) Evaluation Metric 

https: 

//github.com/ajbrock/Generative- 

and- Discriminative- Voxel- Modeling 

voxel-based VAE [42] 

2016 Voxel VAE Modified BCE 32 3 ModelNet AP 

KL divergence loss 

L2 regularization 

https://github.com/EdwardSmith1884/ 

3D-IWGAN 3D-IWGAN [40] 

2017 Voxel 3D GAN + VAE Wasserstein distance with 32 3 ModelNet AP 

gradient penalty ShapeNet 

Ikea dataset 

https://github.com/lorenmt/vsl VSL 

[43] 

2018 Voxel Image regressor: 2D convnet Reconstruction loss 30 3 ModelNet IoU 

Encoder - decoder L2 regularization - KL divergence Pascal3D + 

Struct-aware [44] 2018 Voxel VAE + structure detector VAE: reconstruction loss + 64 3 ShapeNet IoU 

KL divergence loss 

Structure consistency loss 

https://github.com/xcyan/nips16 _ PTN 

PTN [45] 

2016 Voxel Encoder - volume generator - perspective 

transformer 

Volumetric loss 32 3 ShapeNet IoU 

Silhouette based loss 

https://github.com/jgwak/McRecon 

McRecon [46] 

2017 Voxel Encoder - generator - discriminator Reprojection error (cross entropy 

loss) 

32 3 ObjectNet3D IoU 

Discriminator loss (log barrier 

method) 

Ikea dataset AP 

https://github.com/jiajunwu/marrnet 

MarrNet [29] 

2017 2.5D depth/normal 

maps 

(intermediate) 

2.5D sketch estimator (encoder: 

ResNet-18 - decoder) 

BCE 128 3 ShapeNet IoU 

Voxel (output) 3D shape estimator (encoder-decoder) Depth/normal reprojection loss Pascal3D + 

https://github.com/shubhtuls/drc DRC 

[25] 

2017 Voxel Encoder - decoder Ray consistency loss 32 3 ShapeNet IoU 

Pascal VOC 

https: 

//github.com/stevenygd/3d-recon 

3D-recon [48] 

2018 Voxel Encoder - generator - discriminator - 

projection module 

Reconstruction loss 32 3 ShapeNet IoU 

Pose invariance loss AP 

Shape Estimation for robotics [49] 2019 Voxel Image encoder shape decoder Squared Euclidean loss 32 3 ShapeNet Shape estimation 

(IoU Hausdorff

distance) 

viewpoint regressor Pix3D Viewpoint 

estimation 

(Median Angular 

Error) 

https://github.com/chaene/hsp HSP 

[53] 

2017 Octree Encoder - decoder Cross entropy 256 3 ShapeNet IoU 

CD 

https://github.com/lmb-freiburg/ogn 

OGN [54] 

2017 Octree Encoder - decoder Cross entropy 512 3 ShapeNet IoU 

MPI-FAUST 

https://github.com/Microsoft/O-CNN 

Adaptive O-CNN [55] 

2018 Octree Encoder - decoder Structure loss (cross entropy) 128 3 ShapeNet CD 

Patch loss (squared distance error) 

17
2
 

https://github.com/ajbrock/Generative-and-Discriminative-Voxel-Modeling
https://github.com/EdwardSmith1884/3D-IWGAN
https://github.com/lorenmt/vsl
https://github.com/xcyan/nips16_PTN
https://github.com/jgwak/McRecon
https://github.com/jiajunwu/marrnet
https://github.com/shubhtuls/drc
https://github.com/stevenygd/3d-recon
https://github.com/chaene/hsp
https://github.com/lmb-freiburg/ogn
https://github.com/Microsoft/O-CNN
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Fig. 5. The three different PSG versions as originally shown in [65] . The three versions have the same encoder architecture. (a) The vanilla version has a fully connected 

decoder. (b) The two-branch version has additional deconvolutional operations. (c) The hourglass version performs encoding and decoding simultaneously. 

e

c

p

t

r

a

m

F

s

r

t

s

t

t

i

t

i

N

e

f

g

u

s

i

w

a

F

c

e

p

a

m

t

p

l

p

r

w

m

a

s

a

v

m

h

i

l

d

c

l

c

w

t

t

c

[

t

c

m

e

p

s

s

u

c

s

t

t

t

c

d

p

3

t

a

t

c

tc.). The encoded image features are then fed to a 12-branch de- 

oder that outputs depth and normal maps from 12 different view- 

oints. The encoder and decoder are linked in a U-Net [67] pat- 

ern where each layer in the decoder is connected with the cor- 

esponding layer in the encoder. To ensure output plausibility an 

dversarial training is also incorporated. The final outputs of nor- 

al and depth maps are fused into a consolidated point cloud. 

urther post-processing is proposed to reconstruct a mesh-based 

hape and refine it. 

Kurenkov et al. [68] approached the problem of single-view 3D 

econstruction through first performing an image-based shape re- 

rieval, then by applying a learned deformation on the retrieved 

hape template. The proposed DeformNet model is composed of 

wo encoders, a decoder, and a differentiable Free-Form Deforma- 

ion (FFD) layer. The first encoder is a 2D image encoder for encod- 

ng the input image. The second encoder is a 3D-CNN that encodes 

he retrieved shape template in a voxel grid structure. The decoder 

s connected to the 3D encoder through skip connections in a U- 

et hourglass pattern and is fed the combined input of the two 

ncoders to predict a deformation vector field used as the offset 

or the control points of the subsequent FFD layer. Lastly, the FFD 

enerates the final deformed shape in point cloud representation 

sing the deformation vector field. 

Mandikal et al. [69] explored creating a probabilistic latent 

pace for reconstructing multiple possible shapes from a single 

mage by proposing 3D-LMNet, a latent embedding matching net- 

ork. The simple model incorporates a 3D point cloud autoencoder 

nd an image encoder. A two-step training process is carried out. 

irst, the 3D autoencoder is trained by minimizing a CD-based re- 

onstruction loss, and in the second step the 3D encoder param- 

ters are fixed and the difference between the two latent codes 

roduced from the 3D encoder and 2D encoder is minimized using 

 latent matching loss (L1/L2 loss). The probabilistic variant of the 

odel has the same 3D autoencoder and a modified image encoder 

hat learns to map the image into a probabilistic representation by 

redicting the mean and standard deviation of the distribution just 

ike VAEs but without constraining the mean of the distribution. 

To enforce global geometric consistency, Jiang et al. [70] pro- 

osed a Geometric Adversarial Loss (GAL) model that incorpo- 

ates an adversarial loss function in addition to the local point- 

ise CD-based loss function. The adversarial loss has two terms: a 
173 
ulti-view geometric loss that acts as a global shape constraint 

nd a conditional adversarial loss that acts as a semantic con- 

traint. The multi-view loss requires first projecting the predicted 

nd ground truth shapes into multiple 2D images from different 

iews using a projection function, then the loss is computed in two 

odes: a high-resolution mode and a low-resolution mode. The 

igh-resolution mode loss aims to force the predicted points to lie 

n the manifold of ground truth shape. The low-resolution mode 

oss aims to enforce geometric consistency as a result of the bi- 

irectional geometric constraint which makes the predicted points 

over the whole shape of the ground truth model. The multi-view 

oss is then computed as the sum of the two modes’ losses. To 

ompute the conditional adversarial loss, a discriminator is built 

ith two components: a PointNet [56] 3D point cloud feature ex- 

ractor and a pre-trained VGG [71] 2D feature extractor. The ex- 

racted features from both networks are concatenated and the dis- 

riminator loss is computed by least squared error as in LSGAN 

72] . The total objective function then incorporates all these losses 

o enforce both global and local consistency in the predicted point 

loud shape. 

Again using a generative model, Lin et al. [73] proposed a 

ethod that uses 2D convolutional networks to efficiently gen- 

rate 3D shapes in dense point cloud representation. The pro- 

osed model has a convolutional image encoder, a convolutional 

tructure generator, and a pseudo-renderer. Given the latent repre- 

entation produced by the image encoder, the structure generator 

ses 2D convolutional operations to generate a number of multi- 

hannel images representing the coordinates of points on the 3D 

hape surface from different viewpoints. All the generated views of 

he shape structure are then fused into canonical coordinate space 

hrough orthographic projection. The pseudo-renderer is then used 

o produce depth maps that are used along with silhouettes in cal- 

ulating the loss using cross-entropy for silhouettes and L1 loss for 

epth maps. 

Along the same lines, Insafutdinov and Dosovitskiy [74] pro- 

osed an architecture that jointly learns both pose and shape of 

D objects represented as point clouds also using only 2D projec- 

ions for supervision. This category-specific approach learns from 

 multi-view unlabeled image collection. The proposed architec- 

ure contains a convolutional image encoder followed by two fully 

onnected layers, then it branches into a shape predictor which 
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s an MLP, and a pose predictor which is also an MLP. The model 

lso incorporates a differentiable point cloud renderer that projects 

he learned shape using the learned pose into a 2D view which is 

sed in loss calculations using Mean Squared Error (MSE) against 

round truth projection. To avoid the possibility of the pose pre- 

ictor getting stuck in local minima caused by pose ambiguity, the 

esearchers proposed a more robust way of estimating the pose 

y using an ensemble of pose regressors that learn to predict the 

ose individually and only updating the weights of the network 

hat predicts the best matching pose to that of the ground truth 

rojection. Additionally, the ensemble is distilled into a single re- 

ressor that is used at test time instead of the whole ensemble. 

Mandikal and Radhakrishnan [75] proposed a hierarchical ap- 

roach toward dense point cloud reconstruction using a deep pyra- 

idal network. The proposed framework progressively scales up 

he resolution of an initial sparse point cloud generated by a sep- 

rate sparse reconstruction network using EMD loss. This is con- 

idered the first step in a multi-stage reconstruction process. Then 

he sparse reconstruction is fed into a dense reconstruction net- 

ork that has three modules: one for global feature learning, one 

or local feature learning, and one for feature aggregation and grid 

onditioning. The global feature learning module utilizes a number 

f shared MLPs that work on individual points on the shape fol- 

owed by a point-wise max pooling operation to eventually learn 

lobal shape properties. To learn local shape features, a number 

f shared MLPs operate on a neighborhood of points to produce 

eighborhood features. These features are then pooled to produce 

ocal features for each individual point. To increase the resolution 

f the point cloud, the feature aggregation module is used to con- 

atenate all the learned features and the sparse point cloud pre- 

iction and tile them, and to disperse the extra generated points 

 local 2D grid deformation is applied to help in feature propaga- 

ion. The concatenated and tiled features along with the 2D grid 

re fed to yet another set of shared MLPs to predict a four times 

enser shape. The whole dense reconstruction network is applied 

wice to eventually obtain a 16 times denser point cloud. The out- 

ut of each dense reconstruction step is compared to an equivalent 

ized ground truth shape using CD loss instead of EMD loss to ease 

emory consumption. 

A self-supervised learning approach for single-view reconstruc- 

ion was proposed by Sun et al. [76] . The researchers proposed SSL- 

et which performs the final point cloud generation from a single 

mage but uses components from two other pre-trained networks 

hat autoencode point cloud shapes and binary image masks sep- 

rately. The 3D point cloud autoencoder contributes the shape de- 

oder and shape latent features to the final SSL-Net model, while 

he 2D binary image autoencoder contributes the image decoder 

nd binary mask latent features. The end-to-end training process 

nvolves encoding the input image using a different image encoder 

o produce new shape latent features which are to be approxi- 

ated to the shape latent features of the pre-trained 3D autoen- 

oder (using L1 loss). The pre-trained shape decoder then uses the 

pproximated shape latent features to generate a preliminary point 

loud shape. After that, a different shape encoder is used to encode 

he preliminary point cloud shape into new binary mask latent fea- 

ures which are to be approximated to the binary mask latent fea- 

ures of the pre-trained 2D image autoencoder (using L1 loss). The 

re-trained image decoder takes the approximated latent features 

nd predicts a binary mask. The difference between the predicted 

ask and the mask of the input image is minimized using 2D MSE 

oss function and used to achieve self-supervision by minimizing 

he difference between the rendered image of the generated point 

loud and the binary mask of the input image to the network. A 

ose estimation network is also needed to learn the pose of the 

nput image so that the generated point cloud can be rendered in 

he same pose as the input image. 
174 
Lu et al. [77] recently proposed an attention-based approach to- 

ard dense point cloud generation from single-view inputs. The 

roposed framework that can be considered an attempt to improve 

75] has also two separately trained networks that are fine-tuned 

ogether. The role of the first network, which follows an encoder- 

ecoder pattern, is to generate a sparse point cloud shape from a 

ingle image. This network’s encoder has a series of consecutive 

onvolutions and attention modules with residual blocks. The at- 

ention mechanism ensures that the encoder learns specific details 

f the shape’s structure (such as edges and legs in the chair cate- 

ory) which improves the learnability of the network for synthesis 

asks over the regular image encoder networks used for classifica- 

ion tasks. The second network densifies the output of the sparse 

etwork to produce a 16 times denser shape. The dense point 

loud generation network has two dense modules each contains 

 feature extraction module and a feature expansion module that 

re connected through a feature interpolation mechanism. The role 

f the feature extraction module is to learn both local and global 

eatures and concatenate them. The role of the feature expansion 

odule is to increase the number of output points through a repli- 

ation and concatenation process with a number of 2D grids which 

llows the module to learn how to distribute the dense points 

long the shape’s surface and the final point cloud coordinates are 

chieved through a number of MLPs. In contrast to [75] which has 

 similar intention as mentioned before, this approach applies an 

ttention mechanism, does not require intermediate ground truth 

hapes for loss calculations, and provides a communication mech- 

nism between the dense modules. 

Point clouds offer a convenient and efficient representation for 

D shapes since they capture the shapes surface only. They are also 

asy to acquire using depth-sensing devices, which makes it feasi- 

le to collect large datasets of ground truth point clouds. However, 

ecause of their unstructured nature, lack of connectivity, and ir- 

egularity, they still pose a challenge for tasks that go beyond pure 

D reconstruction. Table 2 provides a summary of the discussed 

oint-cloud-based methods. 

The point cloud output of 3D reconstruction models requires 

urther post-processing to be usable in computer graphics, virtual 

eality, and robotics domains. These domains can directly utilize 

D meshes, which motivated the researchers to work on recon- 

tructing shapes using 3D mesh representation. 

.2. 3D Mesh as an output 

The methods that utilize a 3D mesh representation as an out- 

ut can be further divided into two subcategories: 2D supervised 

ethods and 3D supervised methods. Most 3D supervised meth- 

ds rely on learning the deformation of a shape template or a base 

esh to generate the desired output shape. On the other hand, 

ost 2D supervised methods rely on integrating a differentiable 

eural renderer in their pipeline to compute an image-based loss 

unction. 

.2.1. 2D Supervised methods 

One of the pioneering works in learning mesh-based 3D recon- 

truction from a single image was proposed by Kar et al. [23] . The

roposed model is class-specific and learns from a number of an- 

otated images a deformable shape model that is capable of cap- 

uring intra-class shape variations. Annotated images are used to 

ointly estimate camera viewpoints for all instances within a class 

sing a non-rigid SfM [78] model and Expectation-Maximization 

EM) algorithm for maximizing the likelihood of the model. Then 

he deformable shape model is formulated by utilizing the cam- 

ra parameters, keypoint correspondences, and image silhouettes. 

he objective function used enforces several forms of consistency 

uch as silhouette consistency, silhouette coverage, and keypoint 
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Table 2 

A summary of the methods that use point cloud representation. Method name links to official code (digital version). IoU: Intersection over Union, CD: Chamfer Distance, 

EMD: Earth Mover’s Distance, JSD: Jensen-Shannon Divergence, COV: Coverage, MMD: Minimum Matching Distance. 

Method Year Model Architecture Loss Function 

Output 

Resolution Dataset(s) 

Evaluation 

Metric 

https://github.com/fanhqme/ 

PointSetGeneration PSG [65] 

2017 Encoder (convnet) CD and EMD 1024 ShapeNet CD 

Vanilla predictor (fully 

connected) 

EMD 

2-branch predictor IoU 

(deconvolution branch - fully 

connected branch) 

https://github.com/happylun/ 

SketchModeling ShapeMVD [66] 

2017 U-net encoder - multi-view 

decoder 

Per-pixel depth loss (L1) NA ShapeNet CD 

Normal loss (angle cosine 

difference) 

”The 

models 

resource”

IoU 

Mask loss (cross entropy) 

adversarial loss 

Hausdorff

distance 

https://github.com/diegovalsesia/ 

GraphCNN-GAN GraphCNN-GAN 

[63] 

2018 Graph-convolutional GAN Wasserstein distance with 

gradient penalty 

2048 ShapeNet JSD COV 

MMD 

https://deformnet-site.github.io/ 

DeformNet-website/ DeformNet [68] 

2018 Image encoder - voxel encoder 

- voxel decoder - 

L1, L2, CD, EMD 1024/16384 ShapeNet CD 

free-form deformation layer EMD 

https://github.com/val- iisc/3d- lmnet 

3D-LMNet [69] 

2018 Image encoder - autoencoder Reconstruction loss (CD) 2048 ShapeNet CD 

Image encoder - variational 

autoencoder 

Latent matching loss (L1/L2) Pix3D EMD 

Diversity loss 

GAL [70] 2018 Generator (PSG - hourglass 

version) 

Conditional adversarial (least 

square) loss 

1024 ShapeNet CD 

Conditional discriminator 

(PointNet + VGG CNN) 

Multi-view geometric loss IoU 

CD loss 

https://github.com/chenhsuanlin/ 

3D- point- cloud- generation 

3D-point-cloud-generation [73] 

2018 Convolutional image encoder - Mask loss (cross entropy) variable ShapeNet 3D 

Euclidean 

distance 

convolutional structure 

generator - pseudo-renderer 

Depth loss (L1) 

https://github.com/eldar/ 

differentiable- point- clouds 

Differentiable Point Clouds [74] 

2018 Convolutional image encoder - 

Shape predictor (MLP) - 

MSE Up to 16,000 ShapeNet CD 

pose predictor (MLP) - 

differentiable point cloud 

renderer 

https://github.com/val-iisc/densepcr 

DensePCR [75] 

2019 Sparse: convolutional image 

encoder - fully connected 

layers 

CD loss and EMD 16,384 ShapeNet CD 

Dense: sequence of shared 

MLPs 

Pix3D EMD 

SSL-Net [76] 2019 3D autoencoder Reconstruction loss (CD) 2048 ShapeNet CD 

2D binary autoencoder 2D binary loss (MSE) EMD 

pose estimator Latent feature loss (L1) 

https://github.com/VIM-Lab/ 

AttentionDPCR AttentionDPCR [77] 

2019 Sparse generator (encoder - CD loss and EMD 16,384 ShapeNet CD 

decoder with attention 

module and skip 

connections) 

Pix3D EMD 

Dense generator (Feature 

extraction - 

feature expansion modules 

using MLPs) 
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onsistency. The researchers further refined their work [79] and 

roposed an alternative CNN based system for viewpoint predic- 

ion. 

The work done by Sinha et al. [80] was an extension of their 

ork done in [13] which was based on geometry images as an in- 

ermediate representation for 3D surfaces. Geometry images were 

sed to map arbitrary surfaces into a regular grid structure with 

hree different maps for x, y, and z axes. The researchers created 

he geometry images by first performing an authalic parameteriza- 

ion of a single shape per class, then establishing a correspondence 

etween the other shapes and this base surface. This was done to 
175 
reate consistent geometry images to be fed to the network. The 

etwork itself is a deep residual network that follows the encoder- 

ecoder pattern with upsampling, downsampling, and standard 

esidual blocks. Each channel in the geometry image needed a sep- 

rate network with the same architecture. The experiments done 

ith this model included both rigid and non-rigid meshes but 

ere limited to genus-0 surfaces only. 

A slightly different approach towards 3D mesh reconstruction 

ses the inverse rendering method in which an approximate 

ifferentiable renderer is integrated into the neural network as 

hown in Fig. 6 . Kato et al. [81] adopted this approach in a fashion

https://github.com/fanhqme/PointSetGeneration
https://github.com/happylun/SketchModeling
https://github.com/diegovalsesia/GraphCNN-GAN
https://deformnet-site.github.io/DeformNet-website/
https://github.com/val-iisc/3d-lmnet
https://github.com/chenhsuanlin/3D-point-cloud-generation
https://github.com/eldar/differentiable-point-clouds
https://github.com/val-iisc/densepcr
https://github.com/VIM-Lab/AttentionDPCR


G. Fahim, K. Amin and S. Zarif Computers & Graphics 94 (2021) 164–190 

Fig. 6. The neural 3D mesh renderer, as originally shown in [81] , takes a 3D mesh 

and renders it to produce a silhouette that is used in loss function computation. 
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imilar to PTN [45] but for mesh reconstruction instead of voxel 

econstruction. The main challenge facing such techniques is the 

iscrete rasterization step in their pipeline which is by nature 

on-differentiable (since the derivative of a pixel with respect to 

oordinates of a vertex is always zero) thus preventing backpropa- 

ation. To overcome this problem, Kato et al. proposed an invisible 

radual change instead of the sudden discrete change to allow 

or backpropagation. The proposed model deforms an isotropic 

phere with 642 vertices under the supervision of silhouettes in 

n encoder-decoder network architecture. The researchers also 

xperimented with 2D to 3D style transfer with successful results. 

Kanazawa et al. [82] proposed to learn textured mesh recon- 

truction from image collections. This category-specific approach 

nly requires 2D supervision using images, landmark keypoints, 

nd silhouettes instead of the usual 3D shape or multi-view su- 

ervision. The proposed framework includes a ResNet image en- 

oder [83] and three different prediction modules. The first pre- 

iction module estimates the camera pose by matching it to a 

reviously obtained camera pose calculated by applying SfM on 

he landmark keypoints. The second predictor is a deformation 

odule that learns to offset a category-specific learned mean 

hape (learned from all instances in the image collection thus 

nstance-independent). The third prediction module predicts tex- 

ure through texture flow. The framework also uses the neural 

esh renderer proposed by Kato et al. [81] to render the predicted 

mage masks and textured meshes for loss calculations. In addi- 

ion to the loss functions that minimize the difference between the 

redicted mask, textured mesh rendering, and estimated keypoints 

nd their respective ground truth values, the researchers incorpo- 

ated several priors such as symmetry constraints and smoothness 

nd deformation regularizations. 

Henderson and Ferrari proposed the first probabilistic genera- 

ive framework for 3D mesh reconstruction with only 2D super- 

ision [84] . The framework consists of an encoder and a gener- 

tive module that has a decoder and a differentiable renderer. 

he decoder learns to disentangle the shape and pose informa- 

ion extracted from a single unannotated color image. The decoder 

redicts the mesh parameters that are then fed to a fixed mesh 

arameterization function that produces the mesh’s vertices. The 

esh is then passed to the differentiable renderer which renders 

n image of the shape with the aid of the estimated pose from 

he encoder. The difference between the rendered image and the 

nput image is minimized through the image log-likelihood loss 

unction thus achieving mesh reconstruction through 2D supervi- 

ion only. The researchers experimented with different parameter- 

zation functions and with different supervision modalities. They 

lso incorporated shading information in calculating the loss by ex- 

erimenting with different lighting conditions using both colored 

nd white lighting. 

Another work that integrates a differentiable renderer layer 

ithin network architecture was recently proposed by Liu et al. 

85] . The researchers aimed to provide a more accurate differ- 

ntiable renderer that truly approximates the discrete and non- 
176 
ifferentiable rasterization step. In comparison to the Neural 3D 

esh Renderer [81] which only approximates the backward gra- 

ient computation, their proposed Soft Rasterizer can be used in 

oth the forward and backward passes. Additionally, Soft Raster- 

zer provides an enhanced approximation function that is claimed 

o be more accurate than the linear function proposed by Kato 

t al. [81] . Soft Rasterizer renders silhouettes using a probabilistic 

rocedure by creating a probability map for each triangle in the 

esh. Each probability map describes the probability of a certain 

riangle covering each pixel in the rendered image. The probabil- 

ty maps of all triangles are fused using a differentiable aggregate 

unction that approximates the logical OR operator used in discrete 

asterization. The whole model uses a generator module with an 

ncoder-decoder network similar to [81] that outputs a deformed 

esh, and a Soft Rasterizer layer which produces a rendered sil- 

ouette of the deformed mesh to be used in 2D supervision against 

round truth silhouette of the input image with loss computed us- 

ng IoU. 

Kato and Harada [86] utilized view-based training for 3D mesh 

econstruction. The proposed model does not require 3D super- 

ision, instead, it requires images with annotated viewpoints and 

ilhouettes similar to the view-based methods discussed earlier 

n voxel-based reconstruction. The model has an image encoder 

or image features extraction, a shape decoder and a texture de- 

oder for mesh reconstruction, a modified neural mesh renderer 

81] for mesh rendering, and a discriminator for learning view 

riors through an adversarial interaction with the encoder and 

ecoders. The researchers performed an extensive ablation study 

esting single-view training, multi-view training, and class condi- 

ioning with results showing better accuracies than methods that 

tilize 3D supervision especially using single-view training. 

Petersen et al. [87] proposed another framework that integrates 

 differentiable renderer in the pipeline of 3D mesh reconstruc- 

ion. The researchers based their work on the observation that the 

utput of differentiable renderers is stylistically different from in- 

ut images and images rendered using off-the-shelf renderers, so 

hey proposed integrating two domain translation components to 

ranslate one style into the other. Additionally, the proposed differ- 

ntiable renderer can handle occlusions and dis-occlusions without 

ausing discontinuities thus allowing backpropagation of gradients. 

he framework contains a mesh reconstructor made of a ResNet 

mage encoder followed by two fully connected layers. The output 

s used to deform a base mesh sphere through offsetting its ver- 

ices. Then the smooth renderer is used to render the mesh (into 

ne style and yet to be translated into the other style). The recon- 

tructor is part of a Reconstructive Adversarial Network (RAN) that 

erforms self-supervision through a non-trivial series of training 

teps using 5 simpler sub-RANs. The discriminator in each sub-RAN 

as the task of discriminating between a pair of inputs to decide 

hich is fake and which is real. In this context, being fake or real 

epends on the aim of the sub-RAN. Eventually, the whole process 

llows the output of the renderer and the two domain translation 

omponents to be trained together. The system requires multi-view 

mages for training with the possibility of inferring shape from 

ingle-view inputs. 

Another recent work that utilizes multi-view supervision was 

roposed by Xiang et al. [88] using normal maps for 2D supervi- 

ion instead of the usual silhouettes. The proposed model is ca- 

able of generating a 3D mesh and estimating camera pose using 

 normal mismatch loss function. The framework is divided into a 

ormal map generator and a mesh predictor. The normal map gen- 

rator is based on a Conditional Generative Adversarial Network 

CGAN) [89] that generates a normal map conditioned on the in- 

ut image using adversarial loss. The mesh predictor follows the 

ncoder-decoder pattern and uses for supervision multi-view nor- 

al maps that describe both the geometric surface details and the 
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ilhouette of the shape. The neural mesh renderer [81] is again 

sed to render the normal maps in specific viewpoints that are 

sed in the normal mismatch objective function. In addition to the 

ormal loss function, smoothness and edge length geometric con- 

traints are incorporated to regularize the deformation of the out- 

ut mesh. 

Li et al. [90] tackled the problem of 3D mesh reconstruction 

sing a self-supervised approach. The proposed work extends CMR 

82] , however, without the need for 2D keypoint annotations nor a 

lass-specific mean shape as supervisory signals. To perform self- 

upervised training, the researchers divided the task into two ob- 

ectives each is achieved using a separate module and both mod- 

les are trained using a progressive training paradigm using the 

xpectation-Maximization approach. The first module aims at re- 

onstructing mesh instances along with textures and camera pose 

sing only a collection of category-specific images and their sil- 

ouettes for supervision. The second module aims at learning a 

ategory-specific semantic mesh template. The proposed model 

lso incorporates the Soft Rasterizer [85] differentiable renderer. 

he main contribution of this work is the semantic consistency 

onstraint that allows for self-supervision without the need for 2D 

nnotations while minimizing shape-camera ambiguities. The main 

ntuition behind this is that instances across a category can share 

he same semantic part segmentation despite their differences in 

hape. The researchers proposed wrapping a learned category- 

pecific canonical semantic UV map unto the learned shape tem- 

late to describe the part segmentation shared by all instances of 

he category at hand. During training, the difference between the 

emantic rendering of the predicted shape and the semantically 

egmented input image is minimized thus achieving semantic con- 

istency. 

.2.2. 3D Supervised methods 

The works by Kong et al. [91] and Pontes et al. [92] explored 

he idea of graph embedding CAD models using local dense 

orrespondence to eventually create a deformable dense model for 

ingle image 3D reconstruction. The core concept of these meth- 

ds is creating a deformable model from local correspondences 

etween a collection of shapes from a single category and fitting 

he best shape model to be similar to the image at hand. The 

nput to the model is a segmented image from a known category 

ith landmark annotations and silhouette. Landmark registration 

nd silhouette fitting are performed to ensure the fitting of the 

est matching shape from the graph and the input image. The 

hape model is deformed using a linear combination between the 

est-selected CAD model and its neighbors in the correspondence 

raph through the non-rigid Iterative Closest Point (ICP) algorithm 

93] . Pontes et al. extend the work by using FFD in addition to ICP

o deform the shape thus resulting in more detailed, less distorted, 

nd more realistic results. 

To eliminate the requirement of landmarks and silhouettes, 

ontes et al. [94] again extended their work to make use of their 

reviously proposed graph embedding model within a learning 

ramework. The framework has three distinct networks. The first 

ne is a convolutional autoencoder that is fed the input image 

o learn the image latent space, a lower dimension representa- 

ion that has the useful features extracted from the image. The 

atent representation is fed into two networks, a multi-label clas- 

ifier, and a feedforward network. The role of the multi-label clas- 

ifier is to learn the mapping between the latent representation 

nd the different shapes that are present in the CAD graph em- 

edding model, so this network predicts which 3D CAD model is 

losest to the image by giving a specific index from the graph em- 

edding. The feedforward network estimates the FFD parameters 

nd the sparse linear combination parameters. These parameters 
177 
re finally used to deform the selected CAD model to produce the 

nal 3D shape reconstruction. 

Along the same lines of using the FFD approach, Jack et al. 

95] proposed a simple lightweight CNN that simultaneously learns 

ow to select and deform a shape template from single image in- 

ut to reconstruct a 3D mesh that best fits the input image. The 

roposed CNN is a slightly modified MobileNet [96] with initial 

eights from ImageNet [36] . The Network learns to map the in- 

ut image to a shared feature space, which in turn is mapped to 

he deformation parameters of each individual shape template. The 

esearchers experimented with different training regimes for im- 

osing diversity in model selection by introducing explicit entropy 

enalty and/or deformation regularization. They also evaluated the 

esults using different metrics including IoU, CD, and EMD. 

A novel approach proposed by Groueix et al. [97] targets di- 

ectly learning to reconstruct 3D meshes from either a single im- 

ge or point clouds. The main contribution of their work is their 

ecoder that takes a latent representation and outputs parametric 

urface elements. The researchers built a decoder that is based on 

he PSG model [65] with an additional prior that points sampled 

hould belong to a 2D surface. To enforce this prior, they proposed 

n architecture that constitutes a number of MLPs, each learns to 

eform a 2D surface by being fed the latent shape representation 

nd the coordinates of a point sampled from a 2D patch and out- 

uts the 3D coordinates of that point. When this process is re- 

eated with several points from the same 2D patch, the resultant 

D points would also belong to an implicit surface with connectiv- 

ty between these points preserved. The number of learned patches 

eformations resembles learning an atlas of charts which helps in 

eshing, tessellation, and texture mapping, hence the name of the 

roposed model AtlasNet. 

Another work that targets direct 3D mesh reconstruction was 

roposed by Liao et al. [98] . The researchers integrated a Differ- 

ntiable Marching Cube Layer (DMCL) to their decoder as an al- 

ernative to the otherwise non-differentiable Marching Cube (MC) 

lgorithm [99] for mesh construction. This integration allows end- 

o-end surface learning and prediction instead of resorting to per- 

orming the MC algorithm as a post-process. The proposed de- 

oder takes point cloud input (with the possibility of adapting it 

o be fed a volumetric or image representation) and outputs occu- 

ancy probabilities and vertex displacement that are comparable 

o the output of the traditional MC algorithm of topology estima- 

ion and vertices locations. The model incorporates geometric and 

ccupancy losses in addition to smoothness and curvature losses 

o ensure a highly detailed and smooth surface prediction. 

The first to propose the use of Graph Convolution Networks 

GCN) [101,102] for mesh-based reconstruction were Wang et al. 

103] . In this approach, dubbed Pixel2Mesh, a 3D mesh is repre- 

ented as a graph, where nodes represent vertices and the connec- 

ions between the nodes represent the edges between the vertices 

irectly and straightforwardly. However, for this representation to 

e learned in an end-to-end manner from single color images, spe- 

ial consideration has to be given when designing the model to 

ridge the gap between the image representation and this graph 

epresentation. Wang et al. propose a perceptual feature pooling 

ayer to bridge the two representations. The proposed model has a 

GG-16 [71] image encoder to extract image features and a GCN to 

erform cascaded mesh deformation with the feature pooling layer 

n between to allow the extraction of features to be leveraged in 

esh deformation. Given an image and an initial polygonal ellip- 

oid shape. The mesh deformation network, which has three de- 

ormation blocks, is initialized with the coordinates of the vertices 

f the ellipsoid. It then pools features from the image encoder and 

redicts the new vertices locations, then these features are fed to 

he next deformation block. Between each deformation block, there 

s a graph unpooling layer with the task of increasing the number 
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Fig. 7. The components of the GeoMetrics model as originally shown in [100] : Feature extraction (Left), zero-neighbor graph convolution mesh deformation (middle), and 

adaptive face splitting (Right). 
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f vertices of the shape to produce higher resolution mesh. The 

esearchers adopted the Chamfer and normal loss functions with 

dditional Laplacian and edge length regularization terms. 

Closely related to Pixel2Mesh is the method proposed by Smith 

t al. [100] called GEOMetrics, which introduces a number of 

mprovements to mesh-based reconstruction methods using GCN. 

he main insight behind their modifications is that reconstructed 

eshes need to be adaptive, where the density of the vertices can 

ary instead of being uniform depending on the surface’s curva- 

ure. This insight led the researchers to apply an adaptive face 

plitting algorithm based on the curvature of the surface at a spe- 

ific region in it. Another improvement proposed is their composite 

oss function that incorporates novel point-to-point and point-to- 

urface losses instead of the traditional CD loss function. An addi- 

ional loss component is a latent loss that requires a pre-trained 

esh-to-voxel mapping network where the learned latent code is 

sed in the global loss computation. One final modification is the 

ero-neighbor update method for vertices during graph convolu- 

ions which ensures that each vertex maintains enough informa- 

ion about itself without being smoothed out by information from 

ts neighbors. Fig. 7 shows the end-to-end model with its three 

omponents: feature extraction, mesh deformation, and adaptive 

ace splitting. 

Similar to AtlasNet, Pan et al. [104] also proposed using MLPs 

ut in a cascaded hierarchical manner for 3D mesh reconstruction. 

he proposed architecture includes a ResNet-18 [83] image encoder 

or feature extraction and three blocks of stacked MLPs for hier- 

rchical mesh deformation. The first block contains one MLP and 

s fed the coordinates of a 2D mesh primitive and image features 

o perform the primary shape deformation. The consequent blocks 

ave several stacked MLPs that perform deformations on the previ- 

usly deformed mesh in parallel. The reason behind using parallel 

aths for mesh deformations is to enrich the mesh representation 

nd parameters using this deep architecture. The output points of 

he MLPs in each block are concatenated to produce a higher res- 

lution mesh. The model makes use of shortcut connections that 

orm the residual net structure. The researchers adopted CD loss 

ith an additional pair-wise consistency loss between the final de- 

ormed mesh outputs to enforce consistency across the meshes. 

To address the limitations of template-based deformation tech- 

iques, especially being restricted to a predefined topology and 

heir inability to recover meshes beyond genus-0, Pan et al. 

105] proposed a novel network architecture that is capable of per- 

orming learning-based topology modifications dynamically within 

he network. The proposed encoder-decoder architecture has a 

esNet [83] image encoder and three subnets that act as the de- 

oder to progressively reconstruct the mesh from a single image. 

he first and second subnets contain a mesh deformation module 

ollowed by a topology modification module. The third subnet con- 

ains a boundary refinement module. The first mesh deformation 
d

178 
odule is an MLP network that learns to deform a spherical base 

esh, and the second deforms the mesh modified by the topology 

odification module. The role of the topology modification module 

s to modify the coordinates and the connectivity of the vertices by 

emoving the faces that produce high reconstruction error above 

 certain threshold, which dynamically changes the overall mesh 

opology and allows meshes to go beyond genus-0 despite that the 

nput base mesh is genus-0. The last module enhances boundary 

dges and smoothes them. One drawback of this approach is that 

t produces non-closed meshes due to face pruning, which can be 

anaged afterwards by a post-process. 

In general, using 3D mesh representation as an output for 3D 

econstruction models has drawn more attention recently. Models 

hat output 3D meshes are producing significant results in terms of 

hape resolution, smoothness, and overall quality. However, several 

pen problems require further attention from the research commu- 

ity. These open problems are discussed extensively in the discus- 

ion section. Table 3 provides a summary of the discussed mesh- 

ased methods. 

Generally, geometric approaches towards 3D reconstruction 

rovide a more fitting alternative to Euclidean approaches. These 

pproaches can be more efficient in their memory and com- 

utation consumption. Also, their outputs can provide a better 

pproximation to ground truth shapes. They handle curvature and 

moothness better than the Euclidean approaches. Moreover, with 

he addition of shape regularization terms to the loss functions, 

etter results can be achieved. The research community is actively 

ngaged in coming up with better models and training paradigms 

hat will help push the current state of research further. See 

ection 5.4 for further discussion on these efforts. 

. Approaches based on other representations 

While the previously covered approaches based on voxel, point 

loud, and mesh 3D representations comprise the majority of the 

ork done in the 3D analysis and synthesis domains, researchers 

ndeavored to explore and propose other approaches and relevant 

etwork architectures for representing 3D data for such tasks. With 

espect to 3D reconstruction, two notable approaches can be in- 

luded to permit for more comprehensive coverage of the subject. 

hese approaches represent 3D shapes as either implicit surfaces 

uch as Signed Distance Functions (SDF) or as a collection of geo- 

etric primitives (e.g. cuboids). This section also includes hybrid 

ethods that utilize more than one 3D shape representation in 

heir pipeline. 

.1. Implicit surface representations 

The notable work by Li et al. [106] utilized 3D fields as the un- 

erlying representation for 3D shapes. The researches proposed a 
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Table 3 

A summary of the methods that use 3D mesh representation. Top section: 2D supervised methods. Bottom section: 3D supervised methods. Method name links to official 

code (digital version). IoU: Intersection over Union, CD: Chamfer Distance, EMD: Earth Mover’s Distance, MSE: Mean Squared Error. 

Method Year Model Architecture Loss Function Output 

Resolution 

Dataset(s) Evaluation Metric 

https://github.com/sinhayan/surfnet 

SurfNet [80] 

2017 Encoder - decoder with deep 

residual blocks 

Euclidean loss NA ShapeNet Euclidean distance 

Shape aware loss Pascal 3D + 

https://github.com/hiroharu-kato/ 

mesh _ reconstruction Neural 

renderer [81] 

2018 Encoder- decoder Smoothness loss - silhouette 

loss 

642 verts. ShapeNet IoU 

https://github.com/akanazawa/cmr 

CMR [82] 

2018 ResNet image encoder + 

camera, deformation, texture 

predictors 

Keypoint reprojection loss + 

silhouette mask loss + 

camera regression loss 

642 verts. CUB IoU (masks) 

Pascal 3D + 

Mesh Generation & Reconstruction 

[84] 

2018 Encoder - decoder - 

differentiable renderer 

Image likelihood loss 98 verts. ShapeNet IoU 

Pose estimation 

error and 

accuracy 

https://github.com/ShichenLiu/SoftRas 

SoftRas [85] 

2019 Mesh generator (encoder - 

decoder) - Soft Rasterizer 

layer 

IoU loss + Laplacian loss + 

flattening loss 

642 verts ShapeNet IoU 

VPL [86] 2019 ResNet image encoder - shape 

decoder - texture decoder - 

discriminator 

Reconstruction loss + view 

discrimination loss + 

internal pressure loss 

1352 verts ShapeNet IoU 

Pascal3D + CD EMD 

Pix2Vex [87] 2019 Reconstructor (ResNet + 2FC 

layers) - smooth renderer - 

discriminator (RAN) 

Binary cross entropy + L2 & 

L1 regularization 

162 verts ShapeNet 

Generative Normal Map [88] 2019 Normal map (CGAN) GAN adversarial loss 642 verts ShapeNet IoU 

Mesh reconstruction 

(encoder-decoder) 

Normal map loss (L1 loss - 

angular distance loss) 

L1 distance 

Geometric Loss (Smoothness & 

edge length regularization) 

https://github.com/NVlabs/UMR 

UMR [90] 

2020 Reconstruction network (CMR) 

semantic template module 

Reconstruction network (-IOU 

perceptual loss) 

Pascal3D + 

CUB 

Mask reprojection 

accuracy (IoU) 

Differentiable renderer (Soft 

Rasterizer) 

Semantic consistency (CD 

MSE) 

ImageNet 

OpenIm- 

ages 

Keypoint transfer 

accuracy 

https://github.com/jhonykaesemodel/ 

image2mesh Image2Mesh [94] 

2018 Convolutional autoencoder - Classifier: soft margin loss 

function 

NA ShapeNet Classifier: accuracy, 

precision, recall 

multi-label classifier - CAE: MSE PASCAL3D + FFN: MSE 

feedforward network FFN: MSE Reconstruction: 

symmetric 

surface distance, 

IoU 

https://github.com/jackd/template _ ffd 

Template FFD [95] 

2018 Modified MobileNet CNN Weighted chamfer loss + 

entropy penalty / 

deformation regularization 

NA ShapeNet CD 

EMD 

IoU 

https://github.com/ThibaultGROUEIX/ 

AtlasNet AtlasNet [97] 

2018 Image/point cloud encoder - 

decoder (MLPs) 

CD Loss Up to 125 

patches 

ShapeNet CD 

Hausdorff distance 

(METRO) 

https://github.com/yiyiliao/ 

deep _ marching _ cubes DMC [98] 

2018 Encoder (PointNet ++ ) - 

decoder with skip 

connections 

Geometric loss + occupancy 

loss + smoothness and 

curvature loss 

NA ShapeNet CD - accuracy - 

completeness 

https: 

//github.com/nywang16/Pixel2Mesh 

Pixel2Mesh [103] 

2018 Image encoder (VGG) - graph 

convolution network 

Chamfer loss + normal loss + 2466 verts. ShapeNet F-score 

Laplacian regularization + 

edge length regularization 

CD EMD 

ResMeshNet [104] 2018 ResNet image encoder - 

stacked blocks of MLPs 

CD + pair-wise consistency 

regularizer 

Up to 

30,000 

verts 

ShapeNet CD 

https://github.com/EdwardSmith1884/ 

GEOMetrics GEOMetrics [100] 

2019 Mesh-to-voxel network 

(encoder-decoder) 

Surface sampling loss 

(point-to-point loss / 

point-to-surface loss) 

Mean 574 

verts. 

ShapeNet F-score 

Mesh reconstruction (CNN 

image encoder - GCN) 

+ latent loss + Laplacian 

regularization + edge length 

regularization 

Topology Modification Network [105] 2019 ResNet image encoder - 

decoder (MLP based 

subnets) 

CD loss - quadratic loss 2562 verts ShapeNet CD 

Smoothness - normal - edge 

length regularization 

Pix3D EMD 

179 

https://github.com/sinhayan/surfnet
https://github.com/hiroharu-kato/mesh_reconstruction
https://github.com/akanazawa/cmr
https://github.com/ShichenLiu/SoftRas
https://github.com/NVlabs/UMR
https://github.com/jhonykaesemodel/image2mesh
https://github.com/jackd/template_ffd
https://github.com/ThibaultGROUEIX/AtlasNet
https://github.com/yiyiliao/deep_marching_cubes
https://github.com/nywang16/Pixel2Mesh
https://github.com/EdwardSmith1884/GEOMetrics
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ield Probing Neural Network (FPNN) that operates on 3D fields 

or the extraction of 3D shape features for 3D analysis tasks. The 

roposed model, motivated by the inefficiency of the voxel-based 

pproaches, samples the input 3D fields using a number of prob- 

ng filters instead of 3D convolutions in a more computationally 

ractable manner. 3D distance fields are first obtained by apply- 

ng a distance transform on the cells of a binary voxel grid of 

he shape. The features are then extracted through the field prob- 

ng layers to produce an intermediate representation of the shape. 

hese layers can be integrated/extended with task-specific infer- 

nce layers to have a complete inference model based on 3D dis- 

ance fields. This discriminative model despite being efficient, it 

acked the capability of capturing finer shape details, but still was 

 step toward using distance fields in discriminative 3D learning 

asks. 

To learn signed distance functions for shape representation, 

ark et al. [107] proposed DeepSDF a network architecture that 

earns to represent shapes as a continuous 3D field where a 

hape’s boundary is encoded as the zero-level set of the learned 

unction and the whole surrounding space is encoded as either 

ositive or negative signed distance denoting wither a specific 

oint is either outside or inside the shape’s boundary. This gen- 

rative model is capable of representing a whole class of shapes 

s opposed to classical SDFs that represent single shapes. The re- 

earchers investigated several architectures, a deep feedforward 

etwork for single shape representation, an autoencoder, and for 

he first time in the 3D learning literature, proposed an auto- 

ecoder (encoder-less architecture). The proposed model produced 

xceptional results for shape completion tasks and latent shape 

nterpolations with regard to its representational ability and sur- 

ace quality. However, DeepSDF is best suited for shape completion 

asks not for single-view reconstruction. 

Mescheder et al. [108] proposed Occupancy Networks (OccNet), 

 network architecture that is capable of reconstructing 3D shapes 

rom diverse input modalities in function space. The researchers 

ormulated the reconstruction task as a binary classification prob- 

em where the shape’s surface is implicitly represented as the con- 

inuous decision boundary of the classifier. To train the model for 

ingle-view reconstruction, the input images are fed into a pre- 

rained ResNet image encoder to produce an embedding of the 

nput. The network also requires the input shapes to be sampled 

nto points. The researchers used a uniform sampling technique 

o produce a number of points sampled from inside the bound- 

ng box of each input shape with small additional padding on the 

ides. A fully connected layer is fed the sampled points represent- 

ng the shape to produce a feature vector for each point. Both 

he image embeddings and the points’ features are passed to a 

umber of fully connected ResNet blocks which use Conditional 

atch Normalization (CBN) to condition the network on the im- 

ge embedding. The output of the network is projected to a one- 

imensional vector, and after applying the sigmoid function, the 

ccupancy probabilities are obtained. For inference, the researchers 

roposed a Multi-resolution IsoSurface Extraction (MISE) algorithm 

hat allows for the efficient extraction of high-resolution meshes 

rom the predicted occupancy network. 

A concurrent and closely related work was proposed by Chen 

nd Zhang [109] where the researchers focused on introducing a 

enerative model for implicit-field-based shape generation and re- 

onstruction by building an implicit decoder that classifies whether 

 point is outside the shape or not using a simple structure of only 

LPs and ReLU activations, essentially resembling the structure of 

 binary classifier. The implicit decoder is fed a concatenated in- 

ut of both sampled points coordinates and encoded shape fea- 

ures and outputs the classification of a point with regard to the 

iven shape. It is worthy to note that these output decisions can 

e used to extract a shape at any desired resolution regardless of 
180 
he resolution of the shapes in the training set. The researchers 

valuated the proposed implicit decoder by embedding it in sev- 

ral task-dependent networks: an autoencoder, a GAN for shape 

eneration and interpolation, and a single-view reconstruction net- 

ork. The researchers also proposed using the Light Field Descrip- 

or (LFD) [110] as a visual similarity evaluation metric in addition 

o the commonly used CD and IoU metrics. 

Instead of posing SDF prediction as a binary classification prob- 

em like in [108,109] , Xu et al. [111] proposed to directly regress 

ontinuous SDFs values. To this end, the researchers proposed 

he Deep Implicit Surface Network (DISN), a network architecture 

hat has individual modules for camera pose estimation, global 

eature extraction, local feature extraction, and for point location 

o feature space mapping. Global feature extraction is performed 

ia a VGG-16 [71] image encoder. To extract local features, first 

amera pose has to be predicted using the camera pose estima- 

ion network, then each query point is projected into the image 

pace using the predicted camera parameters, then through a pro- 

ess of locating and retrieving local features at each layer of the 

lobal feature map, multi-scale local features are extracted and 

oncatenated. Points are also mapped to a higher-dimensional fea- 

ure space and concatenated with both the local and global fea- 

ures. Each local/global feature vector is fed into a separate de- 

oder, and the results are added together to finally regress the SDF 

alue of each query point. Final explicit surface reconstruction is 

hen achieved through identifying the isosurface and applying the 

arching Cubes algorithm [99] . 

Michalkiewicz et al. [112] proposed to integrate Level Sets im- 

licit representation into a learning framework in which individ- 

al layers in the neural network are used to output a level set of 

 continuous embedding function that implicitly represents a 3D 

urface. The proposed architecture contains two modules: an au- 

oencoder for 3D shape generation and a CNN for image encoding. 

he two modules are connected through a 64-dimensional embed- 

ing space. The researchers formulated a variational loss function 

hat is based on energy functionals that quantify both the differ- 

nces between points and normals at these points in the predicted 

hape and their respective counterparts in the ground truth shape. 

hey also proposed a number of shape priors such as surface area 

nd volume as regularization terms to the loss function. To handle 

umerical instabilities, the researchers added another regulariza- 

ion term that promotes the unit gradient property similar to that 

f SDFs. 

Genova et al. [113] explored the idea of representing 3D shapes 

s a collection of oriented 3D Gaussians. This representation 

termed Structured Implicit Functions) provides several advantages 

ver other implicit representations including the ability to be used 

n shape correspondence, interpolation, and segmentation applica- 

ions. The researchers proposed a model that learns to fit a num- 

er of axis-aligned anisotropic 3D Gaussians (geometrically, can be 

iewed as a number of ellipsoids) to form a shape template that 

an approximate objects of varying geometry and topology. The 

hape template is acquired by fusing a number of depth maps that 

re then fed to an encoder-decoder network that directly regresses 

o the parameters of the shape elements that constitute the shape 

emplate approximating the original shape. Among other tasks, the 

esearchers investigated the task of single-view 3D reconstruction 

sing a distilled network that regresses from an input image to 

he shape elements parameters under the guidance of the orig- 

nal template-learning model. This shape representation was fur- 

her extended [114] to include localized shape information in the 

orm of local latent codes that are acquired by sampling points 

ithin the region of each shape element thus increasing its rep- 

esentational capacity to capture local details of shapes. 

Similar to Genova et al. [113] , Yamashita et al. [115] also pro- 

osed to use 3D Gaussians to analytically and implicitly represent 
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 3D shape. However, Yamashita et al. proposed to use a Gaussian 

ixture distribution in 3D space instead of axis-aligned 3D Gaus- 

ians. To this end, the researchers proposed an image encoder that 

ontains a series of convolution layers followed by a series of fully 

onnected layers and a final layer that outputs the Gaussian mix- 

ure parameters. Additionally, the researchers incorporated a dif- 

erentiable para-perspective projection module [116] that projects 

he 3D Gaussians into 2D Gaussians to be able to leverage an ad- 

itional multi-view 2D loss in addition to a 3D loss based on KL 

ivergence. The analytical properties of the Gaussian mixture rep- 

esentation can also be leveraged to solve the problems of relative 

ose estimation and multiple level-of-details reconstruction. 

One of the few methods that extensively explored the effect of 

he object coordinate frame on the generalization abilities of 3D 

econstruction models is the SDFNet proposed by Thai et. al [117] . 

he proposed method involves several properties that contribute to 

etter generalization capabilities towards unseen objects, unseen 

lasses, and even completely different datasets. The researchers ar- 

ue that using a 3-DOF viewer centered coordinate frame is con- 

ucive to better generalizations. Additionally, they incorporate an 

ntermediate 2.5D sketch estimator, where the shape features are 

ncoded based on depth, normal, and silhouette information, then 

he SDF values are regressed in a similar fashion to [108] . A note-

orthy observation made by the researchers is regarding the need 

o train on images with high visual variability, where images vary 

n lighting, reflectance, and backgrounds, in addition to pose vari- 

bility offered by the 3-DOF viewer centered frame. All of this vari- 

bility in pose and appearance contribute to the generalization ca- 

abilities of 3D reconstruction models. 

.2. Geometric primitives 

The rather classical approach of approximating 3D shapes using 

eometric primitives has recently resurfaced, however, using mod- 

rn data-driven and learning approaches. This line of work aims to 

earn shapes’ semantic structures and/or generate compact repre- 

entations and descriptions. This representation has different po- 

ential applications such as learning shape abstractions, learning 

art-level shape similarity and correspondences, and performing 

tructure-aware shape manipulations. 

Tulsiani et al. [118] proposed to use a CNN for learning shape 

bstractions from both volumetric shapes and from images. The 

ain idea is to generate a number of cuboids that can efficiently 

nd accurately approximate a shape’s structure. The researchers 

xperimented with representing the input shape using both a fixed 

nd a variable number of primitives. The proposed model predicts 

or each primitive shape its probability of existence (for the vari- 

ble number of primitives), its shape, and its rotation and transla- 

ion. This prediction is governed by two loss functions: a coverage 

oss that forces the predicted shapes to completely cover the input 

hape, and a consistency loss which forces the predicted shapes to 

ompletely lie inside the input shape. 

To learn a generative model for hierarchical shape structures, Li 

t al. [119] proposed Generative Recursive Autoencoder for Shape 

tructures (GRASS), a framework that can learn a topological, ge- 

metric, and hierarchical structure of 3D shapes in a single, gen- 

rative, and fixed-dimensional representation. To this end, the 

esearchers introduced a Recursive Neural Network (RvNN) that 

arses the layout hierarchy of shape parts (represented by ori- 

nted bounding boxes) in a bottom-up fashion and merges the 

hildren nodes to form parent a node moving up the hierarchy to 

nally produce a fixed-length code representing the whole struc- 

ure. This parsing mechanism takes into consideration encoding 

oth the symmetrical and adjacency properties of the parts’ struc- 

ures in relation to each other. To recover/generate shape struc- 

ures, the researchers implemented a VAE-GAN architecture that 
181 
ombinedly learns not only reconstruction and interpolation of 

tructures but also a plausible generation of novel ones. In addi- 

ion to box structure synthesis, the researchers also introduced a 

etwork that learns voxelized part geometry synthesis from part 

odes. 

Zou et al. [120] proposed a generative recurrent network, 

amed 3D-PRNN, that is capable of reconstructing 3D shapes from 

ingle depth maps by approximating the shape using a number 

f cuboids. To obtain ground truth shape primitives required for 

raining, the researchers proposed a method that takes 3D point 

louds and fits a number of cuboids to them using Gaussian fields 

nd energy minimization consecutively. Given an input depth map 

uring inference, the proposed network encodes the input into a 

eature vector then it feeds the feature vector to a recurrent gener- 

tor which is composed of a number of LSTM and Mixture Density 

etwork (MDN) units. At each step, the network predicts a set of 

hape primitives where each primitive has shape, translation, and 

otation attributes to be predicted. In addition, the network also 

redicts a binary signal denoting whether more shape primitives 

re needed to be predicted or not. 

To recover shape structure from single RGB images, Niu et al. 

121] proposed a framework, named Im2Struct, which has two sep- 

rate networks: a structure masking network and a structure re- 

overy network. The structure masking network is a two-scale CNN 

ith the task of predicting a binary mask representing the shape’s 

ilhouette given an input of a single image. The features of the in- 

ermediate layers of the two scales of the network (full resolution 

cale and quarter resolution scale) are fused using jump connec- 

ions, and the output of the smaller scale network is the binary 

ask prediction. The structure recovery network first fuses two 

ets of features: one coming from a VGG-16 image encoder encod- 

ng the input image, and the other is the last feature map pro- 

uced by the structure masking network just before the mask pre- 

iction layer. The fused features are then fed to an RvNN decoder 

hat was introduced in the GRASS framework [119] to finally pre- 

ict the hierarchical box structure of the object depicted in the in- 

ut image. Some highlighting is due concerning the internal work 

f this decoder. At each node in the recursive decoder, a decision 

as to be made regarding the status of each part code, whether 

t represents a leaf node, an adjacency relationship between two 

arts, or a symmetry. This decision is made utilizing a classifier 

nd based on the classification the part code is fed into a corre- 

ponding adjacency/symmetry/box decoder. The adjacency decoder 

plits the part code into two child codes. The symmetry decoder 

ecovers the symmetrical properties of a part. The leaf decoder re- 

overs the box properties with regard to its dimensions and rota- 

ion. 

.3. Hybrid methods 

Tang et al. [122] proposed an elaborate model that makes use 

f different representations in order to recover complex structures 

nd topologies. The main intuition behind this setup is that each 

epresentation suffers from some drawbacks that can be mitigated 

y augmenting it with other representations. More specifically, the 

roposed setup makes use of point clouds, volumetric, and mesh 

epresentations in three different modules each is built on the 

utput of the previous and refines it. Given an input image, the 

rst stage aims at recovering the main topological structure of the 

hape in the form of skeletal points (skeletal curves and skeletal 

heets). These skeletal points are then voxelized into a coarse 

olume and a high-resolution volume. The two volumes are then 

rogressively refined under the guidance of the original image. 

fterwards, a base mesh is extracted from the refined volume 

sing Marching Cubes [99] . Finally, the base mesh is refined using 

 mesh deformation network that again uses the guidance of the 
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nput image to add geometric details. The main strength of this 

etup is that the output mesh is capable of capturing complex 

opologies and thin structures and can go beyond genus-0 without 

he need for a shape template unlike most of the other approaches 

hat output mesh-based reconstructions. 

Deng et al. [123] proposed a novel hybrid 3D representation 

ased on convex decomposition that is simultaneously implicit and 

xplicit in order to inherit the advantages of both representations. 

he main intuition behind this new representation is that a shape 

an be represented implicitly during training and at inference time 

an be represented explicitly as a polygonal mesh directly with- 

ut the need for further post-processing steps (for example iso- 

urface extraction). In the proposed representation, a generic non- 

onvex shape is implicitly represented as a composition of convex 

olytopes and each convex polytope is constructed by a collec- 

ion of learned hyperplanes parameters that specify its indicator 

unction. On the other hand, a convex polytope can also be inter- 

reted explicitly after applying a line to point duality transform 

n its hyperplanes, then computing a convex hull, then applying 

nother duality transform and another convex hull computation 

o achieve the final corresponding polygonal mesh. The network 

rchitecture that the researchers proposed is capable of encoding 

oth depth images and single RGB images, thus capable of per- 

orming single-view shape reconstruction with results on par with 

upervised methods in addition to its inherent shape decomposi- 

ion capability. 

In order to reconstruct low-poly compact meshes with sharp 

etails, Chen et al. [124] proposed a hybrid representation that is 

ased on Binary Space Partitioning (BSP). The main idea behind 

his representation is to dynamically learn the tree structure of a 

ollection of binary partitions of space and their connectivity to 

roduce convex polytopes that can eventually be merged to pro- 

uce the final polygonal shape via Constructive Solid Geometry 

CSG) operations. To achieve this, the researchers proposed a de- 

oder that has three main modules. Given a shape/image features 

ode, the first step is to extract hyperplane parameters, then for 

ny given point, a signed distance vector can represent the loca- 

ion of the point in relation to each of the planes. Then, these 

yperplanes are to be grouped into convex polytopes, which are 

nally grouped to form more complex and possibly non-convex 

hapes. The training is done in two stages: first with continuous 

ut bounded weights then training is fine-tuned using discretized 

eights and an additional loss function that discourages overlap- 

ing convexes. An image encoder can be integrated to achieve 

ingle-view reconstruction using this representation. This method 

ears some similarity to CvxNet [123] in that both methods de- 

ompose a shape into convex polytopes. However, CvxNet has a 

xed structure and number of hyperplanes and produces smoother 

eshes. On the other hand, BSP-Net learns the structure and tends 

o produce sharper more compact shapes. 

Another approach that makes use of different shape represen- 

ations is the one proposed by Poursaeed et al. [125] . This hybrid 

pproach is built upon coupling the explicit AtlasNet [97] with the 

mplicit OccupancyNet [108] through consistency losses. The main 

dea is to jointly train both networks and use the output of each 

etwork to enhance the output of the other through encouraging 

urface and normal consistencies between the outputs of each net- 

ork. The proposed hybrid model has two branches with two im- 

ge encoders, one for each branch. Given the output of AtlasNet, a 

ross-entropy-based consistency loss encourages the surface points 

f AtlasNet to align with the level set of the implicit function of 

ccupancyNet. Normal consistency is achieved by penalizing the 

isalignment between the direction of the normals of AtlasNet 

urface points and the gradient of the implicit function at the same 

oints. An additional image-based loss is incorporated through the 

se of a neural renderer based on Soft Rasterizer [85] . The output 
182 
f each network branch showed to be superior to the output of its 

riginal vanilla counterpart which proves the effectiveness of this 

ybrid training approach. 

The methods that use implicit surfaces and geometric primi- 

ives vary in nature and their use cases may differ from the pre- 

iously covered Euclidean and geometric methods. It is notewor- 

hy that recovering the structure of shapes from images is a whole 

iscipline on its own. Despite this, the previously covered methods 

re closely related to the topic of single-view 3D reconstruction 

nd they overlap in their approach towards the problem of recov- 

ring shape properties from images. A summary of the discussed 

ethods using implicit surface representation and geometric prim- 

tives is provided in Table 4 . 

. Discussion 

In the previous sections, we covered the methods based on 

he 3D representation used for their output, highlighting the de- 

ails of each method. This section focuses more on what is com- 

on between these methods. Section 5.1 discusses the com- 

on 3D datasets used in training and validating these methods. 

ection 5.2 covers the common loss function and regularization 

erms. Section 5.3 covers common evaluation metrics used in the 

eld. We finish this section with a discussion about the current 

hallenges, trends, and possible future directions in Section 5.4 . 

.1. Datasets 

Training and evaluating data-driven learning-based models re- 

uire a huge amount of data. Deep learning methods are data- 

ungry and their success depends on the availability of large 

mounts of high-quality training data. In the task of image-based 

D reconstruction and generation, the learning-based approaches 

equire datasets that contain 3D models and their corresponding 

round truth images. This is especially true in methods that adopt 

D supervision in their training paradigm. Table 5 provides a sum- 

ary of the common 3D shape datasets used in single-view 3D 

econstruction. 

The main dataset used in training most of the discussed 

ethods is ShapeNetCore [126] . ShapeNetCore is a subset of the 

hapeNet dataset which does not seem to be publicly available up 

ill the time of writing this paper. ShapeNetCore V1 has more than 

1,0 0 0 3D models in 55 object categories. The 3D models are pro- 

ided in the OBJ file format and their corresponding materials in 

TL files. All the 3D models are object-centered, pre-aligned, and 

ormalized to the unit cube. Renderings are not readily provided in 

his first version of ShapeNetCore, however, researchers usually re- 

ied on the renderings provided by Choy et al. [22] which provide 

enderings of all the models in ShapeNetCore V1 from 24 differ- 

nt views and follow the same categorization and naming conven- 

ions of the original dataset. The second version of ShapeNetCore 

rovides an update to the first version with improved mesh and 

exture qualities. In addition, ShapeNetCore V2 has voxelized rep- 

esentations of the meshes and renderings from different views. 

owever, the currently available dataset is incomplete as it is in 

ts preliminary stage and what is provided at the time of writing 

s only a part of an upcoming release. 

ModelNet [20] is another widely used dataset in 3D reconstruc- 

ion and generation tasks. The full dataset which contains over 660 

ategories and almost 128,0 0 0 models is rarely used. Two subsets 

re however used: the ModelNet10 and ModelNet40 datasets, each 

as 3D models belonging to 10 and 40 categories respectively. The 

D models are provided as OFF (Object File Format) files. The Mod- 

lNet10 3D models come readily aligned, while the ModelNet40 

odels do not. An aligned version of ModelNet40 is provided by 

edaghat et al. [127] . The renderings of ModelNet40 are provided 
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Table 4 

A summary of the methods that use implicit surface (first section), geometric primitives (second section), and hybrid (third section) representations. Method name links to 

official code (digital version). IoU: Intersection over Union, CD: Chamfer Distance, EMD: Earth Mover’s Distance, MSE: Mean Squared Error, LFD: Light Field Descriptor. 

Method Year 3D Representation Model Architecture Loss Function Dataset(s) Evaluation 

Metric 

https://github.com/autonomousvision/ 

occupancy _ networks OccNet [108] 

2019 SDF Image encoder - fully 

connected ResNet blocks 

Cross entropy loss ShapeNet IoU CD 

Generative model (negative 

log likelihood + KL 

divergence) 

Normal 

Consis- 

tency 

https://github.com/czq142857/IM-NET 

IM-NET [109] 

2019 SDF ResNet image encoder - 

decoder (MLPs- ReLU 

activation) 

Weighted MSE ShapeNet MSE CD 

IoU LFD 

https://github.com/Xharlie/DISN DISN 

[111] 

2019 SDF Camera pose estimation (VGG 

image encoder - Two FC 

branches) 

SDF (Weighted L1-norm) ShapeNet CD EMD 

IoU 

SDF prediction (VGG image 

encoder - two branches of 

1x1 convs) 

Camera pose (MSE) 

LevelSets [112] 2019 Level Sets Image encoder (CNN) Variational loss (points and 

normals) + 

ShapeNet IoU CD 

Shape generator (3D 

autoencoder) 

surface area, volume, & unit 

gradient regularization 

https://github.com/google/ldif SIF 

[113] 

2019 Oriented Gaussians ResNet50 V2 + 2 FC layers L2 (via network distillation) ShapeNet F-score 

3D-GMNet [115] 2020 Gaussian Mixture Image encoder (CNN + FC 

layers) 

Gaussian mixture loss (KL 

divergence) 

ShapeNet CD EMD 

IoU 

para-perspective projection 

module 

2D multi-view loss (L2) Pix3D 

https://github.com/ 

rehg-lab/3DShapeGen SDFNet [117] 

2020 2.5D depth/normal 

maps 

(intermediate) 

Depth, normal, silhouette 

estimation (U-ResNet18) 

Depth, normal, silhouette 

estimation (MSE) 

ABC CD EMD 

SDF (output) Shape feature encoding 

(ResNet18) 

SDF estimation (L1) ShapeNet IoU F-score 

SDF estimation (MLP with 

CBN) 

https://github.com/shubhtuls/ 

volumetricPrimitives Volumetric 

Primitives [118] 

2017 Geometric 

Primitives 

(cuboids) 

CNN Coverage loss (L1) ShapeNet Qualitative 

Consistency loss (L2) 

https://github.com/junli-lj/grass 

GRASS [119] 

2017 Geometric 

Primitives (OBB) 

RvNN VAE-GAN VAE (reconstruction loss - KL 

divergence) 

ShapeNet 

GAN (Standard generator - 

discriminator losses) 

ModelNet 

https://github.com/ 

zouchuhang/3D-PRNN 3D-PRNN 

[120] 

2017 Geometric 

Primitives 

(cuboids) 

Depth map encoder - 

recurrent generator (LSTMs - 

MDNs) 

MDN loss (log likelihood) ModelNet IoU 

Rotation loss (MSE) Surface-to- 

surface 

distance 

https: 

//github.com/chengjieniu/Im2Struct 

Im2Struct [121] 

2018 Geometric 

Primitives 

Structure Masking (Two-scale 

CNN connected by jump 

connections) 

Structure Masking (SoftMax 

loss) 

ShapeNet Mask 

(Accuracy) 

Structure Recovery (VGG 

image encoder - RvNN 

decoder) 

Structure Recovery 

(reconstruction loss - Cross 

entropy loss for classifier) 

Reconstruction 

(Hausdorff

Distance) 

https://github.com/tangjiapeng/ 

SkeletonBridgeRecon 

SkeletonBridgeRecon [122] 

2019 Hybrid Skeleton learning (ResNet18 

image encoder two-stream 

MLPs) 

Skeleton learning (CD 

Laplacian regularization) 

ShapeNet CD EMD 

Base mesh network (ResNet18 

3D CNNs) 

Mesh refinement (CD edge & 

normal regularizations) ShapeNet- 

Skeleton 

Mesh refinement network 

(VGG-16 image encoder 

graph CNN) 

https://github.com/tensorflow/ 

graphics/tree/master/ 

tensorflow _ graphics/projects/cvxnet 

CvxNet [123] 

2020 Hybrid ResNet 18 image encoder MLP 

sequential decoder 

Stochastic approximation loss 

+ auxiliary losses 

ShapeNet IoU CD 

F-score 

https://github.com/czq142857/ 

BSP- NET- original BSP-Net [124] 

2020 Hybrid ResNet18 image encoder 

Dense MLP 

Reconstruction loss (least 

squares) + overlap loss 

ShapeNet CD 

Edge-CD 

LFD 

Hybrid-AN-ON [125] 2020 Hybrid 2 ResNet18 image encoders 

AtlasNet 

Occupancy loss + Chamfer 

loss + Consistency loss 

(cross entropy) + 

ShapeNet CD 

OccupancyNet Neural renderer normal consistency loss + 

image loss (L2) 

Normal 

Consis- 

tency 

Score 

183 

https://github.com/autonomousvision/occupancy_networks
https://github.com/czq142857/IM-NET
https://github.com/Xharlie/DISN
https://github.com/google/ldif
https://github.com/rehg-lab/3DShapeGen
https://github.com/shubhtuls/volumetricPrimitives
https://github.com/junli-lj/grass
https://github.com/zouchuhang/3D-PRNN
https://github.com/chengjieniu/Im2Struct
https://github.com/tangjiapeng/SkeletonBridgeRecon
https://github.com/tensorflow/graphics/tree/master/tensorflow_graphics/projects/cvxnet
https://github.com/czq142857/BSP-NET-original
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Table 5 

Common datasets used in single-view 3D reconstruction models. 

Dataset Image Type No. of images No. of categories Total No. of models 

Ikea Dataset [130] Real 759 7 Total: 219 

w/ matching images: 90 

Pascal3D + [131] Real 30,899 12 79 

ShapeNetCore [126] Synthetic (rendered) - 55 51,300 

ModelNet [20] Synthetic (rendered) - 662 127,915 

ObjectNet3D [129] Real 90,127 100 44,147 

Pix3D [132] Real 10,069 9 395 

ABC [133] Synthetic (rendered) - NA 1,000,000 + 
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y Wang et al. [128] . ModelNet has been used extensively for eval- 

ation purposes to test the generalization capabilities of models 

rained with the ShapeNet dataset. 

Another large-scale dataset that is used for testing and evalua- 

ion purposes is ObjectNet3D [129] . This dataset was compiled for 

D object recognition and pose estimation tasks. The ground truth 

mages are natural images that contain more than one object de- 

icted, and the 3D models are aligned with these objects in the 

mages. The dataset contains more than 90,0 0 0 images depicting 

ore than 20 0,0 0 0 objects. 

It also contains more than 44,0 0 0 unique 3D models in 100 cat- 

gories. Despite that ObjectNet3D is not tailored towards 3D recon- 

truction tasks, 2D images-3D models pairs can be used in evalu- 

ting 3D reconstruction models. However, the authors of Object- 

et3D advise against using ObjectNet3D for training such models 

ince the 3D shapes are used to annotate both the training and test 

mage sets which would result in data leakage that can produce bi- 

sed results. 

Similarly, other datasets that serve the same purpose as Ob- 

ectNet3D have been used in evaluating 3D reconstruction models. 

he Ikea [130] and Pascal3D + [131] datasets were curated specifi- 

ally for fine pose estimation and 3D detection/recognition. These 

atasets contain a limited number of 3D models. However, they 

lso provide natural images for these 3D models. As with Object- 

et3D these datasets are suitable for testing the behavior of 3D re- 

onstruction models with natural images rather than the synthetic 

mages that have been used in training such models. Researchers 

ave used these datasets to evaluate the generalizability of their 

rained models to unseen classes and/or cluttered natural images 

s inputs. 

Sun et al. [132] released Pix3D, a dataset that is specifically 

uilt for image-based 3D reconstruction tasks. The researchers 

ad in mind the limitations of the previously discussed datasets. 

ascal3D + and ObjectNet3D have natural images but the align- 

ent between the 2D-3D pairs is rough and the 3D models do 

ot 100% match the image objects. ModelNet and ShapeNet have a 

arge number and diversity of 3D models but do not have ground 

ruth natural images. Ikea dataset has natural images and precise 

D-3D alignment, but lack in number and diversity of 3D models. 

n Pix3D the researchers used a large number of natural images 

nd aligned exactly matching 3D models to these images with high 

recision. The Pix3D dataset comes with rich information about 

ach image-shape pair: 2D and 3D keypoints, voxel representation, 

mage mask, rendering camera intrinsic and extrinsic parameters, 

nd flags stating whether a specific object in an image is occluded, 

lightly occluded, or truncated. 

A database named ABC (A Big CAD) [133] was recently re- 

eased specifically for geometric deep learning tasks including 

hape reconstruction. It is a huge collection of over one million 

AD (Computer-Aided Design) models explicitly parameterized as 

urves and surfaces in B-rep (Boundary representation). While this 

epresentation is not readily suitable for deep learning models, it 
184 
llows for generating 3D models in mesh formats at varying reso- 

utions through a sampling process. The authors of the ABC dataset 

lso provide the 3D models as OBJ and STL files, renderings of 

hese 3D models from canonical viewpoints, and several features 

nd statistical information. 

.2. Loss functions 

In the task of shape reconstruction from images, the learning 

odels are usually trained to minimize the difference between the 

round truth shape and the predicted shape. This is done through 

he use of different cost or loss functions that must be differen- 

iable. The choice of a loss function depends on the type of 3D 

hape representation used and the training paradigm. As discussed 

bove, training shape reconstruction models can be done using ei- 

her 3D supervision only, 2D supervision only, or a combination of 

oth 2D and 3D supervision. 

.2.1. 3D Loss functions 

When 3D supervision is used, the loss function directly mea- 

ures the difference between two 3D shapes: the predicted and 

he ground truth shapes. This can be done using an appropriate 

istance metric. In Euclidean representations such as when using 

oxels, the volumetric loss or reconstruction loss can be calculated 

sing Euclidean distance measure as L2 distance. In probabilistic 

redictions of occupancy of voxel grids, the Binary Cross Entropy 

oss is often used which is defined as: 

 BCE = − 1 

N 

N ∑ 

i =1 

y i log ( p ( y i ) ) + ( 1 − y i ) log ( 1 − p ( y i ) ) , (1) 

here y i is the ground truth occupancy of voxel i, p(y i ) is the pre-

icted occupancy probability, and N is the total number of voxels. 

ote that only the sum can be used instead of the mean as in [22] .

In geometric representations, such as point cloud representa- 

ions, the distance between the ground truth and predicted shapes 

an be measured by Chamfer distance, which is defined as [65] : 

 CD ( S 1 , S 2 ) = 

∑ 

x ∈ S 1 
min 

y ∈ S 2 
‖ x − y ‖ 

2 
2 + 

∑ 

y ∈ S 2 
min 

x ∈ S 1 
‖ x − y ‖ 

2 
2 , (2) 

here S 1 , S 2 are the two point cloud sets representing the pre- 

icted and ground truth shapes, x and y are two corresponding 

oints belonging to S 1 and S 2 respectively. The correspondence is 

ased on the nearest neighbor search. 

Alternatively, the distance between two point cloud sets can be 

easured by the Earth Mover Distance, which is defined as [65] : 

 EMD ( S 1 , S 2 ) = min 

φ: S 1 → S 2 

∑ 

x ∈ S 1 
‖ x − φ(x ) ‖ 2 , (3) 

here S 1 , S 2 are the two point cloud sets of equal size ( | S 1 | = | S 2 | )
epresenting the predicted and ground truth shapes, and φ : S 1 → 

 is a bijection. This one-to-one correspondence between points 
2 
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s based on an optimal assignment. In practice, the computation of 

MD is relaxed through an approximation algorithm. 

When 3D mesh representation is used, CD can be applied 

o measure the distance between the vertices of predicted and 

round truth meshes. Another technique used is sampling points 

rom both the ground truth mesh and the predicted mesh, then 

alculate the distance using CD on the sampled points. However, 

sing CD only in computing the loss function is not sufficient since 

esh connectivity and neighborhood information are not taken 

nto consideration. Researchers proposed adding more regulariza- 

ion terms to the loss function to take advantage of the readily 

vailable connectivity, face, and edge information. 

A normal loss can be incorporated in the loss function, which 

ims at enforcing the consistency of surface normal. This is 

chieved by enforcing the orthogonality between each edge formed 

etween a vertex in the predicted mesh and its neighboring ver- 

ices and the normal at the closest vertex in the ground truth 

esh. Normal loss is defined as [103] : 

 n = 

∑ 

p 

∑ 

q = arg min q ( ‖ p−q ‖ 2 
2 ) 

‖ 〈 p − k, n q 〉 ‖ 

2 
2 , s.t. k ∈ N (p) , (4) 

here p is a vertex in the predicted mesh, q is the closest vertex 

o p in the ground truth mesh, N(p) is the set of p’s neighboring 

ertices, and k is a vertex that belongs to N(p) , n q is the normal

t q, and 〈·, ·〉 is the inner product of two vectors. Note that this

oss term does not reach zero unless on a planar surface, but opti- 

izing it leads to a more consistent surface normal. 

Another regularization term that can be added to the loss 

unction is Laplacian regularization [103] , which aims at giving a 

moother predicted mesh through restraining the movement of its 

ertices during deformation. Laplacian regularization is applied be- 

ween the mesh before deformation and the mesh after applying 

he deformation in each deformation block. First, graph Laplacian 

s computed on each mesh to calculate the average difference be- 

ween each vertex and its neighbors: 

p = p −
∑ 

k ∈N (p) 

1 

‖N (p) ‖ 

k . (5) 

Then, the Laplacian loss can be calculated through: 

 lap = 

∑ 

p 

∥∥δ′ 
p − δp 

∥∥2 

2 
, (6) 

here δ′ 
p and δp are the Laplacian coordinate of a vertex after and 

efore a deformation block. 

Additionally, an edge length regularization [103] can also be in- 

orporated in the loss function which restricts the length of edges 

hus reduces flying vertices. Edge regularization can be computed 

hrough: 

 edge = 

∑ 

p 

∑ 

k ∈N (p) 

‖ p − k ‖ 

2 
2 . (7) 

.2.2. 2D Loss functions 

When learning models are trained under 2D supervision and 

he 3D ground truth is not available, the loss functions become a 

istance metric within a reprojection loss. The distance measure is 

one between silhouette masks, normal maps, and/or depth maps 

f the input image and the projected image that the model learns. 

he reprojection loss depends on the projection operator embed- 

ed in the model’s architecture. The projection operators range 

rom basic non-learnable orthographic/perspective projection mod- 

les and differentiable renderers to learnable projection operators 

hat learn camera parameters. 
185 
An example of a projection loss that uses silhouette loss is pro- 

ided in PTN [45] . The loss is defined as: 

 proj 

(
I (k ) 

)
= 

n ∑ 

j=1 

L 

( j) 
proj 

(
I (k ) ; S ( j) , α( j) 

)

= 

1 

n 

n ∑ 

j=1 

∥∥P 
(

f 
(
I (k ) 

)
;α( j) 

)
− S ( j) 

∥∥2 

2 
, 

here f (I (k ) ) is the learned volume from image k, j is the index of 

utput 2D silhouettes, α( j) is the camera viewpoint corresponding 

o j, P (·) is a 3D-2D projection function, S ( j) is the j th ground truth

ilhouette. Here L2 distance is used as the distance measure. 

Another distance metric that can also be used with silhouette- 

ased losses is the negative IoU as in [81] . Negative IoU is defined

s: 

 sl ( x | φi , s i ) = −
∣∣ ˆ s i � s i 

∣∣
1 ∣∣ ˆ s i + s i − ˆ s i � s i 

∣∣
1 

, (8) 

here s i is ground truth silhouette, ˆ s i is reconstructed silhouette, 

nd � is an element-wise product. 

.3. Evaluation metrics 

The role of evaluation metrics is to assess the performance of 

he learning models and to compare different reconstruction mod- 

ls. The most commonly used evaluation metric in 3D reconstruc- 

ion tasks is the Intersection over Union metric. This is especially 

rue in volumetric approaches that use voxels as shape representa- 

ion. The IoU is defined as [22] : 

 oU = 

∑ 

i, j,k 

[
I 
(

p (i, j,k ) > t 
)
I 
(
y (i, j,k ) 

)]
∑ 

i, j,k 

[
I 
(
I 
(

p (i, j,k ) > t 
)

+ I 
(
y (i, j,k ) 

))] , (9) 

here t is a voxelization threshold, I(·) is an indicator function, 

 (i, j,k ) is the ground truth voxel occupancy, and p (i, j,k ) is the pre- 

icted voxel occupancy. 

For 3D meshes and point clouds, both CD and EMD can be used 

or evaluation purposes in the same way they are used as distance 

unctions in calculating loss functions (see Section 5.2.1 ). Simi- 

arly, Hausdorff distance [134] can also be used in evaluating mesh 

nd point clouds, however, it differs from CD and EMD in that it 

oes not require a point-to-point correspondence while still being 

ble to measure the similarity between the two shapes. Hausdorff

istance between two surfaces S and S ′ is computed as follows: 

irst, we compute a point to surface distance between point p and 

urface S ′ , where p ′ is point in S ′ : d 
(

p, S ′ 
)

= min p ′ ∈S ′ 
∥∥p − p ′ 

∥∥
2 
, 

hen the distance between surfaces S and S ′ becomes: d 
(
S, S ′ 

)
= 

ax p∈S d 
(

p, S ′ 
)
. However, this distance is generally not symmet- 

ical. The symmetrical Hausdorff distance can then be defined as: 

 symHausdor f f 

(
S , S ′ 

)
= max 

[
d 
(
S , S ′ 

)
, d 

(
S ′ , S 

)]
. (10) 

Light Field Descriptor (LFD) [110] has been proposed to eval- 

ate the visual similarity between 3D shapes. A light field is a 

unction that represents the radiance at a given 3D point along a 

iven direction. To obtain LFD for a 3D shape, a number of ren- 

erings of this shape are acquired from different angles (usually 

he rendering camera is positioned at the vertices of a dodecahe- 

ron surrounding the 3D shape). Then from these silhouette ren- 

erings, two shape descriptors are used in combination. Zernike 

oment Descriptors (ZMD) are used as region-based descriptors 

nd Fourier Descriptors (FD) are used as boundary-based descrip- 

ors. It is argued that using LFD as an evaluation metric on recon- 

tructed shapes can give a better intuition regarding visual similar- 

ty since it is inspired by the human vision [109] . 
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Fig. 8. Visual Summary of selected methods categorized according to output representation and showing the supervision paradigm, being generative vs. non-generative, and 

being class-specific vs. class-agnostic. 
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The F1 score or F-score has been proposed as a more robust in- 

icator of the quality of reconstruction [135] . The F-score works on 

oints and calculates the harmonic mean between precision and 

ecall. In this case, the precision quantifies the accuracy of the re- 

onstruction and the recall quantifies the completeness of the re- 

onstruction. To compute the recall term, we compute first a point 

o surface distance between point p and surface S ′ , where p ′ is 

oint in the reconstructed S ′ : d 
(

p, S ′ 
)

= min p ′ ∈S ′ 
∥∥p − p ′ 

∥∥
2 
, and 

he recall value becomes: 

ecall r = 

100 

| S| 
∑ 

p∈ S 

[
d 
(

p, S ′ 
)

< r 
]
, (11) 

here r is the threshold radius from a point that defines a hit. 

o compute the precision term, the same calculation is repeated 

n the opposite direction, in other words, we compute a point to 

urface distance between point p ′ and the ground truth surface S: 

 

(
p ′ , S 

)
= min p∈ S 

∥∥p ′ − p 
∥∥

2 
, and the precision value becomes: 

 recision r = 

100 

| S ′ | 
∑ 

p ′ ∈S ′ 

[
d 
(

p ′ , S 
)

< r 
]
. (12) 

The final F-score is calculated as follows: 

 score r = 2 · P recision r · Recall r 

P recision r + Recall r 
. (13) 

.4. Current trends and future directions 

The discussed methods above show the significant progress that 

he field of single-view 3D reconstruction has achieved. Fig. 8 

resents a visual summary of these methods and for each method, 

he figure shows its category according to its output, whether 

t uses 3D or 2D supervision, whether it is generative or non- 

enerative in nature, and whether it is considered class-specific or 

lass-agnostic. 
186 
Despite the significant progress, the variety of approaches, and 

he nuances in how these methods handle the problem of single- 

iew 3D reconstruction, it is reported that a simple image clas- 

ification and nearest neighbor shape retrieval method can outper- 

orm the state-of-the-art methods of single-view 3D reconstruction 

135] . While this may not be necessarily true and applicable to all 

ethods, it is always a good idea to analyze the current research 

rends and pinpoint those areas that need more experimentation 

here there is room for improvement to advance the state of re- 

earch. 

The choice of representation is clearly crucial to the quality 

f shape reconstructions. While volume-based methods comprise 

ost of the work done in single-view 3D reconstruction, these 

ethods lack the scalability needed to reconstruct high-resolution 

nd detailed shapes due to its memory consumption constraints. 

oint-cloud-based methods have less memory footprint, but points 

ack connectivity information, and they require post-processing to 

cquire a shape from these points. Mesh-based methods utilize 

onnectivity information but hugely depend on the base model 

hat they deform. Generally speaking, there is no straightforward 

ethod to change the topology of the base mesh during recon- 

truction to achieve better edge and mesh flows which are con- 

ucive to a better shape quality. Additionally, going beyond genus- 

 mesh reconstruction is still a matter that needs to be tackled 

n future research. Implicit-surface-based methods usually result 

n overly smoothed reconstructions due to the sampling method 

nefficiency. A solution to this problem has been very recently pro- 

osed by Tancik et al. [136] by incorporating Fourier feature map- 

ing to control the frequencies that an MLP can learn which results 

n increasing the network’s capability to learn high frequency de- 

ails of 3D shapes. 

Implicit-surface-based methods have been gaining traction re- 

ently. This is because of their desirable properties in the context 

f single-view 3D reconstruction. However, isosurface extraction is 
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Table 6 

A summary of the properties of implicit vs. different explicit representations in single- 

view shape reconstruction context. 

Property Euclidean Geormetric 

Implicit 
Voxel Octree Point Cloud Mesh 

Regularity Yes Yes No No Yes 

Suited for deep learning Yes No No No Yes 

Compact representation No Yes Yes Yes Yes 

Supports topological changes Yes Yes No No Yes 

Geometric information No No Yes Yes Yes 

Supports deformation No No Yes Yes Yes 

Surface information No Yes Yes Yes Yes 

Ready for applications No No No Yes No 

Shapes correspondence No No Yes Yes No 
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till a huge drawback because it is computationally expensive and 

inders the integration of implicit surfaces into other applications 

hat consume 3D shapes. Also, implicit surfaces methods lacked 

he ability to learn shape correspondences, but solutions have 

lso been recently proposed to this issue by using 3D Gaussians 

113] and Gaussian mixture [115] based techniques. Another recent 

rend gaining traction is the hybrid approach towards single-view 

D reconstruction which tries to make the best of both the im- 

licit and explicit representations ( Section 4.3 ). The properties 

f implicit and explicit surfaces in relation to single-view recon- 

truction are summarized in Table 6 . It is worth noting that new 

mplicit representations are being continuously proposed. One of 

he most promising recent representations is the Neural Radiance 

ields [137] . One has yet to see their adoption in single-view 3D 

hape reconstruction pipelines. 

A successful data-driven 3D shape reconstruction model pre- 

umably needs to learn low-level image cues, structural knowl- 

dge, and high-level shape understanding, then combine these 

eatures in its inference workflow. Learning image features has 

eached an unprecedented level of robustness through architec- 

ures like VGG [71] and ResNet [83] , that is why we see a lot of

GG-based and ResNet-based image encoders incorporated in 3D 

hape reconstruction models as, for example, in [82,103] . 

Incorporating shape structure within the scope of shape re- 

onstruction has also been tackled in [44,100,121] and within the 

cope of shape generation in general in [138,139] . However, there 

s room for improvement and this is an important future research 

irection. Integrating shape structure will result in a more plausi- 

le shape generation. This has to be integrated with learning both 

lobal shape features and local shape features to be able to avoid 

econstruction artifacts such as holes and the inability to recon- 

truct thin shapes (e.g. thin legs of a chair). 

There is also a pressing need to create models that are gen- 

inely generalizable and/or able to scale to novel shape categories 

sing natural images captured in-the-wild. Some of the previously 

iscussed methods are considered category-specific in which the 

earned model is trained on one shape category only. This decision 

s usually made to be able to leverage prior knowledge pertain- 

ng to a specific object category. However, there is a chance that 

he model memorizes the training shapes since there is a small 

ntra-class variation between the shapes in the training set. Addi- 

ionally, these models may not be able to handle out-of-class re- 

onstructions. On the other hand, some category-agnostic models 

earn from many object classes. While in theory these models are 

upposed to generalize gracefully to unseen categories, there is still 

o straight-forward way to incorporate shape structure and high- 

evel shape understanding in the learning process. In both cases, 

hether the model is class-specific or class-agnostic, it is required 

o be capable of reconstructing the 3D shape out of natural images 

everaging its generalization capability. 
187 
The issue of using an object-centered versus a viewer-centered 

oordinate frame is also related to the generalizability of 3D recon- 

truction models. This issue has been studied [140] and validated 

n [135] . It is reported that a viewer-centered coordinate frame is 

etter for reconstructing novel shapes, while an object-centered 

oordinate frame performs better with familiar shapes. This inter- 

sting discovery requires more investigation since almost all of the 

ethods depend on the object-centered coordinate system during 

raining as the prediction problem is simplified when all training 

ata is aligned to a canonical pose. However, since generalizabil- 

ty is a desired quality in reconstruction models, more research 

eeds to experiment to leverage both the generalizability of the 

iewer-centered coordinate system and the better performance of 

he object-centered coordinate system. 

A major factor contributing to the success of data-driven meth- 

ds is the availability of large amounts of quality training data. 

ue to this demand and because the research in 3D and geomet- 

ic deep learning is growing, the available 3D shape datasets are 

etting bigger and new datasets are being introduced. However, 

ix3D [132] is the only dataset that is created with shape recon- 

truction in mind. The lack of reconstruction-focused 3D datasets 

as been partially addressed by relying on other suitable 3D shape 

atasets, by using 2D supervision mechanisms, and by applying 

ata augmentation techniques. However, there exists a need for 

igger datasets with natural images along with 3D annotations. An 

ptimal 3D shape dataset for shape reconstruction may contain a 

arge number of shapes, a balanced number of shapes in each rep- 

esented category, and in each category, it is desirable to have a 

egree of intra-class variations. 

With regard to 2D supervision as an alternative to full 3D 

upervision, it has achieved interesting results and has relaxed 

he training process. However, this training paradigm inherently 

elies on visual hull reconstruction-from-silhouettes and space 

arving techniques, so the emphasis is basically on the boundary 

nformation, and dependent on the number of views used in train- 

ng, which might not be enough to recover the whole 3D shape 

aithfully. One solution to mitigate shape-camera ambiguities has 

een recently proposed in [90] as discussed above. Additionally, 

ith differentiable rendering techniques, realistic renderings, and 

omain adaptation techniques, 2D supervision can achieve superb 

esults while benefiting from the relaxed training requirements. 

One last issue that requires further work is seeking a more rep- 

esentative shape quality metrics for quantitative evaluation pur- 

oses. While there is already a number of shape evaluation met- 

ics, they suffer from some drawbacks that make them fall short 

f being optimum for shape reconstruction evaluation and bench- 

arking. CD metric is sensitive to outliers, EMD is computationally 

ntensive. IoU is not an accurate indication of shape discrepancies 

elow a mid-range value [135] . Thus, F-score has been proposed as 

 more indicative evaluation metric. Still, there is room for coming 
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p with a measure that can better capture topological and visual 

iscrepancies between shapes. A good candidate can come from 

he computer graphics field just like LFD and Hausdorff measures. 

Finally, a noteworthy step taken by the researchers in the field 

f 3D deep learning is the introduction of libraries that can po- 

entially facilitate and accelerate the state of research by provid- 

ng tools for 3D data loading, conversion between representations, 

ommon evaluation metrics, and even readily available models and 

rchitectures. All of these features can help with standardizing 

he workflow and benchmarking tasks, thus pushing the field for- 

ard. Two notable examples of such libraries are Nvidia’s Kaolin 

141] and Facebook research’s PyTorch3D [142] . 

. Conclusion 

In this survey paper, we focused on the advances in single-view 

hape 3D reconstruction using data-driven deep learning methods. 

ethods are classified based on the 3D representation used as an 

utput. For each method, we discussed its major contributions, de- 

ree of supervision, and highlighted its training paradigm. Addi- 

ionally, we discussed the 3D shape datasets, loss functions, and 

valuation metrics currently used in research. We also reflected 

n the current trends, challenges, and possible future directions 

o comprehensively cover the topic of data-driven single-view 3D 

econstruction and provide a thorough introduction to those who 

ant to delve into this fast-growing field of research. 
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