
IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY 1

A Feature Transformation Framework with Selective
Pseudo-Labeling for 2D Image-based 3D Shape

Retrieval
Nian Hu, Heyu Zhou, Xiangdong Huang, Xuanya Li∗ and An-An Liu

Abstract—2D image-based 3D shape retrieval (2D-to-3D) aims
at searching the corresponding 3D shapes (unlabeled) when given
a 2D image (labeled), which is a fundamental task in computer
vision and has gained a surge of attention in recent years.
However, extensive prior works are limited by two settings, 1)
reducing domain discrepancy while ignoring the 3D shape style,
2) 3D shapes are simply and brutally pseudo-annotated by the 2D
image-supervised classifier, neglecting the structure information
underlying the 3D shape domain. To remedy these issues, we pro-
pose a feature transformation framework with selective pseudo-
labeling (FTSPL) for 2D-to-3D task. Specifically, we first employ
CNNs to produce both 2D image and 3D shape (described as
multiple views) features, then we force the inter-domain centroid
alignment class-wisely to reduce the overall domain discrepancy.
In addition to this, we further exploit the intra-category attribute
variation (covariance) of 3D shape features to transform the 2D
image features. By doing so, we can equip 2D features with
3D shape style. Since the centroid and covariance estimation
of 3D shape features require accurate label predictions, we put
forward a selective pseudo-labeling module, which can assign
reliable pseudo-labels for 3D shapes via nearest category centroid
and cluster analysis, respectively, while preserving the structure
information of 3D shapes. Comprehensive experiments validate
that our model surpasses the state-of-the-arts on standard 2D-to-
3D benchmarks (MI3DOR and MI3DOR-2).

Index Terms—3D Shape Retrieval, Cross-domain Feature
Learning, Multi-view Learning.

I. INTRODUCTION

3D shape retrieval plays a vital role in computer vision
community, facilitating many practical applications, such

as industrial designing, medical imaging and 3D printing [1]–
[3]. Modern application scenarios, such as autonomous driving
and mobile shopping, have further contributed to the research
of 3D shape retrieval [4], [5]. In recent years, significant efforts
have been made in 3D shape retrieval. Although most existing
approaches achieve appealing retrieval performance on many
benchmarks [6]–[8], they assume that all 3D shape data are
well-annotated, which is often hard to be satisfied in many
real-world applications. With the availability of large amounts
of unlabeled 3D shape data, a more practical scenario has
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emerged, namely 2D image-based 3D shape retrieval (2D-to-
3D), where we can access large-scale labeled 2D images and
retrieve unlabeled 3D shapes with the help of these 2D data.
For example, in real life, people can take pictures or search
images online to retrieve the 3D shapes they want from a 3D
shape repository. In this context, it is a huge challenge, the
difficulty lies in that the query 2D images and the retrieved
3D shapes come from different domains, there are significant
differences in data distribution.

To solve this difficulty, existing methods mainly focus on
reducing the cross-domain discrepancy, which can be broadly
subdivided into pixel-level methods and feature-level methods
[1], [2], [4], [5], [9]. Typical of pixel-level methods is HGAN
[9], which renders the 3D shape into multiple views and designs
a holistic generative adversarial network to make transformed
views visually close to 2D images to reduce the cross-domain
discrepancy. However, since the transformation is conducted
by a generative model, noise is inevitably introduced, which
can be detrimental to the retrieval results. In addition, this
approach is not trivial to execute because the generative model
not only needs to be trained in advance, but also needs to
be inferred continuously during the training process. Besides,
there are also studies that focus on feature-level learning,
e.g., [10] learn a representation that jointly captures the local
spatial and global semantic information. [11] incorporate region
proposals and label probability calculation in the hash learning
process. [1], [12] learns domain-invariant features through
a powerful adversarial strategy. [4], [5] match 2D images
with 3D shapes by learning a domain-shared feature subspace.
However, these approaches all rely on designing complex
network structures, which may impose a high computational
overhead and hinder their capability and generality. To tackle
these problems, we adopt a lightweight feature transformation
method that implicitly transforms 2D image features with
3D shape style (e.g., colors, backgrounds, viewpoints). In the
setup of existing 2D image-based 3D shape retrieval methods,
only 2D images have labels, while 3D shapes do not. This
is because annotating large-scale 3D shapes is challenging
due to high labor and time costs, while well-annotated 2D
images are massive, e.g. ImageNet [13] and MS COCO [14].
If the 3D shape features are equipped with the 2D image style,
the changed 3D shape features cannot be used directly and
perfectly due to the lack of labels. Therefore, in our work, we
equip the 2D features with 3D shape style, the changed 2D
image features plus their labels can be trained to produce a
highly adaptive classifier. Specifically, for each category, we
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constrain the centroid alignment between 2D image features
and 3D shape features to mitigate the inter-domain overall
discrepancy. Besides, we utilize the intra-category covariance
of 3D shape features to equip 2D image features with 3D shape
style.

However, another problem arises that the centroid and
covariance estimation of the 3D shape features for each category
require accurate label predictions. Therefore, we next strive
to design a robust pseudo-labeling strategy to avoid error
accumulation due to the inability to guarantee the accuracy of
labels. The most common scheme among existing approaches
is to train a classifier using labeled 2D image data and use the
classifier to assign pseudo-labels to 3D data. However, due to
the significant difference between 2D and 3D domains, this
scheme is highly inaccurate. In [2], the category centroids of 2D
images are computed by averaging embeddings from the same
category, and 3D shapes can be pseudo-labeled by computing
the distance to these category centroids. Although effective,
this strategy neglects the intrinsic structure of 3D shapes. To
remedy this, we propose to perform clustering analysis on 3D
shapes and match the clusters of 3D shapes with 2D image
categories. By doing so, the inherent structure of 3D shapes
can be preserved and those 3D instances that are close to
the 3D shape category centroids can be assured, regardless of
how far they are from the 2D image domain. In addition, the
classifier is weak in the beginning, so only a small fraction of
the 3D shapes can be correctly classified. As the classifier gets
stronger after each iteration of learning, more 3D shapes can
be classified correctly and should therefore be pseudo-labeled
and involved in the learning process. One key factor in such
strategy is the criterion of sample selection for pseudo-labeling,
an attractive strategy is to select unlabeled 3D shapes with
confidence higher than a threshold to participate in training and
dynamically change the threshold during training. Although
effective, this scheme faces a conundrum that there are potential
preferences and biases for certain easily identifiable categories,
and the instances chosen in the training iterations may be
dominated by these “easy” categories. To address this challenge,
we design an incremental category-wise selection strategy to
handle this issue. Specifically, we select a dynamic proportion
of 3D samples from each category and add these samples
together to form the training set to ensure that each category
has the same chance of being chosen.

In summary, the distinctive points of our method are
summarized below:
• We propose a lightweight feature transformation frame-

work for 2D image-based 3D shape retrieval. Specifically,
we constrain the centroid alignment between 2D features
and 3D features class-wisely, and we exploit the intra-
category attribute variation of 3D shape features to
transform 2D image features towards 3D shape style, the
transformed 2D image features work effectively towards
bridging the domain gap.

• We develop a selective pseudo-labeling (SPL) module
for unlabeled 3D shapes. Specifically, we adopt nearest
category centroid and cluster analysis to assign pseudo-
labels to 3D shapes, respectively. Besides, we design an
incremental category-wise selection strategy to avoid the

risk of biasing to certain easily identifiable categories.
• Extensive experiments are conducted on two 2D-to-3D

benchmarks (MI3DOR and MI3DOR-2) to validate the
advantages of the proposed model over a wide range
of state-of-the-art methods. We also provided detailed
component analysis with insight into the performance
gain of our model design.

The rest of this paper is organized as follows. Section II
reviews related work. Section III presents our FTSPL algorithm.
Section IV describes our experiment settings and section V
reports the experimental results. The last section concludes.

II. RELATED WORK

In this section, we briefly review existing research on related
topics.

A. 3D Shape Retrieval

3D shape retrieval has become a hot research topic in recent
years due to its widespread use in the field of computer vision.
Currently, most of the 3D shape retrieval approaches can be
categorized into two parts: view-based and model-based [2],
[15].

Model-based approaches usually represent 3D shapes in the
form of polygon meshes [16]–[18], point clouds [19], voxels
[20], etc. Representative methods are as follows. PointNet [19]
developed a point-wise operation and a symmetric function to
solve the permutation variance issue. In addition, it also put
forwarded T-Net to tackle the rotation and translation issue. On
top of that, PointNet++ [21] divided point clouds into several
overlapped subsets and recursively applied PointNet on those
subsets to acquire better precision. Li et al [22] constructed
a Self-Organizing Map (SOM), which modeled the spatial
distribution of point clouds. Based on the SOM, the proposed
SO-Net performed hierarchical feature extraction for individual
points and SOM nodes, this work provided a new way of
thinking for efficient processing of point clouds. Volumetric
approaches typically utilize regular 3D grid to represent 3D
shapes. For instance, VoxNet [23] converted the 3D shape to a
volumetric occupancy grid, and developed a network named
VoxNet to handle the 3D shapes. OctNet [20] employed a
series of unbalanced octrees to divide the space to deal with
dense shapes without compromising resolution. The advantage
of model-based approaches is that they can explore the global
spatial and local geometric information of 3D shapes to obtain
representative 3D descriptors.

The view-based approaches represent a 3D shape as a
set of 2D views captured from pre-defined viewpoints of
the 3D shape [24], [25]. The advantage of using a set of
2D view representations is that it can directly employ the
existing powerful CNNs for feature extraction [26]–[32]. For
example, [6], [33]–[35] finetune the pre-trained deep neural
network to obtain better performance. Views from different
viewpoints of the 3D shape are processed independently to
extract features, then these view-wise features are aggregated
into a discriminative global descriptor. MVCNN [24] pioneers
view-based approaches. It extracted view-wise features inde-
pendently and aggregated these features into a global descriptor
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with a max-pooling operation. Although achieved promising
performance, this architecture neglect the relationship between
views, therefore cannot capture local structures and represent
the multiple views hierarchically. To explore local structures,
Yu et al [36] utilized harmonized bilinear pooling operation to
perform local feature fusion. Feng et al [6] introduced GVCNN
to explore the inherent hierarchical information among views.
Ma et al [37] integrated CNN with long short-term memory
(LSTM) to explore the correlation between views. The view-
based approaches are able to fully utilize the power of well-
researched 2D CNNs to acquire better performance than model-
based approaches. The 3D shape retrieval methods described
above use the 3D shapes as queries and require large amounts of
annotated 3D data for training. However, collecting large-scale
annotated 3D data is challenging due to high labor and time
costs, limiting the application of these methods to real-world
scenarios. Compared to 3D shapes, 2D images are relatively
easy to acquire. Hence, the most practical application for 3D
shape retrieval is to use 2D images as queries to retrieve the
corresponding 3D shapes.

B. Domain Adaptation
Domain adaptation is a widely adopted technique to alleviate

the performance degradation caused by domain shift [38], [39].
Its purpose is to leverage knowledge learned from the labeled
source domain to assist the unlabeled target domain learning
task [40], [41]. Traditional domain adaptation works have
attempted to re-weight the source training data to bring it
closer to the distribution of the target domain, or have tried
to find a transformation in a low-dimensional manifold that
brings the distribution of the source and target domains closer
together, or to minimize the difference in domain distribution
by reducing the distance between the subspace of the source
and target domains [42]–[45].

Existing deep domain adaptation works fall into two main
groups: discrepancy optimization-based works and domain
adversarial learning-based works [46]. In the first group, Long
et al [47] proposed DAN to reduce the disparity between
domains by minimizing a disparity metric called maximum
mean discrepancy (MMD). Later, JAN [48] employed a
modified version of MMD to match the joint distribution for
more efficient adaptation. These discrepancy optimization-based
works typically involve minimizing some difference between
the feature statistics of the source and target, such as correlation
distances or maximum mean discrepancy. Domain adversarial
learning-based approaches are another line of work, which has
a similar spirit to GANs [49]. They generally concentrate on
learning indistinguishable embeddings of different domains in
an adversarial way [50]. Massive domain adversarial learning-
based variants have been developed to learn domain-invariant
information with a domain discriminator [51]. They both
learn task-discriminative and domain-invariant embeddings by
maximizing the accuracy of adversarial discriminators. The
existing domain adaptation methods are widely used for 2D
image analysis tasks, but they are not yet mature enough to
handle 3D data. Therefore, we cannot directly extend them
to improve the robustness of models in 2D image-based 3D
shape retrieval.

III. PROPOSED METHOD

The performance of 2D image-based 3D shape retrieval is
severely hampered by the large divergence between 2D images
and 3D shapes. To tackle this challenge, we transform the
features of 2D image domain towards the style of 3D shape
domain, by implicitly generating infinite 2D image features
with 3D shape attributes, such as background, viewpoint, and
color. We first enforce the per-category centroid alignment
between the 2D image features and 3D shape features, thus
effectively pulling in the distance between 2D images and 3D
shapes of the same category. Then we transform 2D image
features with 3D shape style by exploiting the attribute variation
(covariance) in each category of 3D shapes, which can further
reduce the divergence between 2D images and 3D shapes and
improve the retrieval accuracy. One problem with this is that the
manual annotation of large-scale 3D shapes is labor-intensive
and time-costly, resulting in 3D shapes that are unlabeled, yet
the estimation of centroid and covariance requires accurate
label predictions, so we design the selective pseudo-labeling
module to annotate 3D shapes.

In the retrieval step, the features of 2D images and 3D shapes
can be obtained by the feature extractor, and the Euclidean
distance between 2D image feature and all 3D shape features
can be calculated. According to the distance, we find the top
3D shapes with high similarity to the 2D image and return
them as the retrieval result. In the following subsections, we
will describe the proposed work in detail.

A. Problem Definition

The goal of 2D-to-3D task is to search the relevant 3D
shapes given a 2D image. Similar to previous unsupervised
2D-to-3D setting [1], [2], [15], we have one rich-labeled 2D
image domain Ds and one unlabeled 3D shape domain Dt. To
be concrete, Ds = {(xsi, ysi)}ns

i=1, Dt = {xtj}nt

j=1 , where
ns and nt are the number of 2D images and 3D shapes,
repectively, and ysi ∈ (1, 2, . . . ,K) is the annotation of xsi.
In addition, due to the domain discrepancy, the 2D images and
3D shapes have different distribution: Ps(x) 6= Pt(x). This
mismatch in distribution generally results in a dramatic retrieval
performance drop. Numerous works have been developed to
tackle the domain discrepancy issue. A recent body of work
aims to reduce distribution divergence through learning domain-
invariant features [4], [9], while other work attempts to match
some specific matrix or subspace on the corresponding manifold
[2], [5], [15]. In contrast to these previous efforts, we work
on transforming the 2D image features towards the 3D shape
style.

B. Visual Feature Generating

To eliminate the discrepancy between 2D and 3D data,
we adopt multi-view representation to describe 3D instances.
Following [24], given a 3D shape, stored as polygon meshes,
V virtual cameras are placed in a circle around the 3D instance
and pointed to its centroid, these V virtual cameras are elevated
by 30◦ from the ground plane. Then one view is rendered from
each camera separately via the Phong reflection model [52],
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Fig. 1: The pipeline of the proposed FTSPL. First, in the visual feature generating module, we adopt the same network structure
as in [24] to generate features of both input 2D images and 3D shapes. Then, we put forward the nearest category centroid
and cluster analysis to generate reliable pseudo-labels for 3D shapes. Next, we force the inter-domain centroid alignment to
minimize the overall domain discrepancy (as shown in the second feature visualization). Besides, the intra-category attribute
variation of 3D shape features is employed to guide the transformation of 2D image features. The transformed 2D image
features can effectively adapt the decision boundary from the 2D image domain to the 3D shape domain, and contribute to
better retrieval performance (as shown in the third feature visualization). In the retrieval step, we first learn the features of 2D
and 3D data in the test set through the same framework. Here we adopt Euclidean distance to measure the similarity between
2D image features and 3D shape features. The closer the distance, the higher the similarity.

yielding a total of V views. According to previous works [1],
[2], [15], we set V to 12. We adopt the same network structure
as in [24] to extract features for rendered views and 2D images,
so that 12 view features are available for each 3D instance.
Then, we combine them into a compact 3D feature with the
help of max-pooling operation [24]. We denote the 2D image
feature fs = G (xs,ΘG) ∈ RM , where M is the dimension of
fs and G(·) represents the feature extractor parameterized by
ΘG . Similarly, we denote the 3D shape feature as ft ∈ RM .

C. Bridging the Gap between Domains

There have been numerous recent efforts focused on reducing
the gap between 2D images and 3D shapes, but they all
require finely designed auxiliary network modules or explicitly
generated training instances [2], [9], [15]. In this section,
we attempt to bridge the gap across domains by implicitly
generating transformed 2D image features with 3D shape style.
We first enforce the per-category centroid alignment between
the 2D image features and 3D shape features, thus effectively
pulling in the distance between 2D images and 3D shapes of
the same category. Then we transform 2D image features with
3D shape style by exploiting the attribute variation in each
category of 3D shapes, which can further reduce the divergence

between 2D images and 3D shapes and improve the retrieval
accuracy.

1) Inter-domain Centroid Alignment: Due to domain shift,
the centroids of 2D and 3D data do not match in the shared
feature space, even for the same class. This disparity reflects the
deviation of the whole attribute. In order to perform meaningful
transformations, we constrain the centroid alignment between
the 2D features and the 3D features. Explicitly, µks and µkt
represent the centroids of the kth category of 2D images and
3D shapes, respectively, and the specific formulas are given in
Section III-D1. Then, the centroid difference between domains
∆µk = µkt −µks can be utilized to alleviate the overall attribute
deviation and effectively pull in the distance between 2D images
and 3D shapes of the same category.

2) Intra-class Attribute Variation of 3D Shape Features:
The intra-category attribute variation is very distinct between
the 2D image domain and the 3D shape domain, e.g., different
background, viewpoint, texture, and color. Take the background
and viewpoint as examples, the 2D image background is
complex and varied, whereas the 3D shape background is
relatively homogeneous and clean. A 2D image has only one
viewpoint, while a 3D shape has multiple viewpoints. So we
further estimate the intra-category covariance of 3D shape
features to explore the intra-category attribute variation, so
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as to discover all possible orientations toward the 3D shape
style as much as possible. For each category k, the Σkt is
the corresponding covariance of 3D shape features, which
comprises plentiful 3D shape attribute variation.

Next, we utilize the inter-domain centroid difference ∆µk

as the mean and the intra-category covariance of 3D shape
features Σkt as the covariance to build a multivariate normal
distribution N

(
∆µk,Σkt

)
. It is worth noting that ∆µk manages

to alleviate the inter-domain attribute deviation for category k,
while Σkt concentrates on contributing abundant knowledge of
attribute variation within 3D shapes of category k.

3) Transferable Loss Learning: Each 2D image feature fsi
can perform various attribute conversions along the random
orientations (vectors) sampled from N

(
∆µk,Σkt

)
to generate

transformed features f̃si, i.e., f̃si ∼ N (fsi + ∆µysi ,Σysit ).
If we extract N orientations from sampling distribution,
then we can transform each 2D image feature N times and
retain its label, which will result in a transformed feature
set
{(

f1si, ysi
)
,
(
f2si, ysi

)
, . . . ,

(
fNsi , ysi

)}ns

i=1
. We then train the

transformed 2D image feature set with traditional cross-entropy
loss:

LN (ΘG ,W, b) =
1

ns

ns∑
i=1

1

N

N∑
n=1

− log

(
ew

>
ysi

fnsi+bysi∑K
k=1 e

w>
k fnsi+bk

)
(1)

where W = [w1, w2, . . . , wK ]
> ∈ RK×M , K is the num-

ber of categories and M is the dimension of fsi. b =
[b1, b2, . . . , bK ]

> ∈ RK . W and b denote the weight and bias
of the last fully-connnected layer, respectively. When N is
close to infinity, we can derive an upper bound loss for the
transformed 2D image features according to the law of large
numbers:

lim
N→∞

LN =
1

ns

ns∑
i=1

Ef̃si

[
log

(
K∑
k=1

e(w
>
k −w

>
ysi

)f̃si+(bk−bysi)

)]
(2)

It is not feasible to solve Eq.(2) directly. According to
E[log(X)] ≤ log(E[X]), we can get the upper bound of the
expected loss as follows:

lim
N→∞

LN ≤
1

ns

ns∑
i=1

log

(
K∑
k=1

Ef̃si

[
e(w

>
k −w

>
ysi

)f̃si+(bk−bysi)
])

(3)
According to the momentum generating function E

[
eaX

]
=

eaµ+
1
2a

2σ, X ∼ N(µ, σ), we can get the following results:

lim
N→∞

LN ≤ L∞ = − 1

ns

ns∑
i=1

log
eZ

ysi
si∑K

k=1 e
Zk

si

(4)

where Zksi = ŷksi +
(
w>k − w>ysi

)
∆µysi +

σk
si

2 and ŷksi
is the k-th element of logits output of xsi, σksi =(
w>k − w>ysi

)
Σysit (wk − wysi). With the help of infinite trans-

formed 2D image features f̃si ∼ N (fsi + ∆µysi ,Σysit ), we
can efficiently adapt the 2D image classifier to 3D shapes by
minimizing the upper bound in Eq.(4).

D. Selective Pseudo-Labeling for 3D Shapes

Since the manual annotation of large-scale 3D shapes is
labor-intensive and time-costly, resulting in 3D shapes that are
unlabeled. However, the centroid and covariance estimation of
3D shape features require accurate label predictions, a viable
solution to this challenge is to directly utilize the pseudo-
labels predicted by the 2D image-supervised classifier [1], [2],
but there is no doubt that incorrect pseudo-labels lead to the
accumulation of negative effects and degrade the performance.
To circumvent the uncertainty of pseudo-labeling, we adopt the
selective pseudo-labeling (SPL) strategy to annotate 3D shapes.
Specifically, we first derive the conditional probabilities of
3D shapes based on the nearest category centroid and cluster
analysis, respectively. Then, we combine these two results to
obtain more reliable pseudo-labels.

1) Pseudo-Labeling via Nearest Category Centroid: In the
2D image domain, the centroid for category k is defined as
the average of 2D image features fs whose annotations are k,
which can be denoted by:

µks =

∑ns

i=1 fsδ (k, ysi)∑ns

i=1 δ (k, ysi)
(5)

where δ(k, ysi) = 1 if ysi = k and 0 otherwise.
After that, we can obtain the conditional probability of a

3D shape instance xt belonging to category k:

p1 (k | xt) =
exp

(
−‖ft − µks ||

)∑K
k=1 exp (−‖ft − µks‖)

(6)

2) Pseudo-Labeling via Cluster Analysis: Pseudo-labeling
based on the nearest category centroid is effective, but it does
not consider the intrinsic structure of the 3D shapes. To remedy
this, we adopt cluster analysis to further infer the pseudo-labels
for 3D shapes.

Specifically, we divide the embeddings of all 3D shapes into
K clusters using K-means. The cluster centers are initialized
with category centroids computed by Eq.(5). Subsequently, we
build cross-domain one-to-one matching, i.e., a cluster in the
3D shape domain corresponds to matching a category in the
2D image domain, such that the sum of the distances of all
matched pairs is minimized. Let J ∈ {0, 1}K×K represents
the one-to-one matching matrix where Jij = 1 implies that
the i-th 3D shape cluster is matched with the j-th 2D image
category. The optimization objective can be written as follows:

min
J

K∑
i=1

K∑
j=1

Jijd
(
µit, µ

j
s

)
s.t. ∀i,

∑
j

Jij = 1;∀j,
∑
i

Jij = 1

(7)

The objective can be effectively tackled by linear program-
ming [53].

Let µkt represents the cluster center of category k, analogous
to E.q (6), we can compute the conditional probability of a
given 3D shape instance xt belonging to category k:

p2 (k | xt) =
exp

(
−‖ft − µkt ||

)∑K
k=1 exp

(
−
∥∥ft − µkt ∥∥) (8)
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Even though the two pseudo-labeling strategies presented
above can yield useful pseudo-labels for the next iteration
training, they are inherently different. Pseudo-labeling via the
nearest category centroid is inclined to output high probabilities
for 3D shapes close to the 2D images, while pseudo-labeling
via cluster analysis is assured of instances close to the 3D
shape category centroids, regardless of how far they are from
the 2D image domain. It is expected that the combination of
the two strategies will further facilitate the learning process.
So we propose to exploit the complementarity of these two
strategies to acquire more reliable pseudo-labels through a
simple combination of Eq. (6) and Eq. (8), as follows:

p (k | xt) = max {p1 (k | xt) , p2 (k | xt)} (9)

Consequently, the pseudo-label of a given 3D shape xt can
be calculated by:

ŷt = arg max
k

p (k | xt) (10)

3) Incremental Category-wise Selection: Up to this point,
we have obtained the pseudo-labels ŷtj of 3D shapes xtj
and the probability values p (ŷtj | xtj) of these pseudo-labels,
which can be jointly represented as a set of triplets T̂t =
{(xtj , ŷtj , p (ŷtj | xtj))} , j = 1, . . . , nt.

During the feature learning, we gradually take a subset
St from T̂t. St contains (l/L) × nt 3D shapes in the l-th
iteration, where L is the maximum iteration of the learning
process and nt is the number of 3D shapes. The easy-to-hard
scheme is to choose top (l/L)× nt instances with the highest
probability from T̂t to form St. However, this scheme has
a risk that only instances from some specific categories are
chosen while instances from other categories are ignored, since
some categories have more identifiable features than others. To
prevent this situation, we perform a deliberate category-wise
selection, so that the 3D shapes of each category have the same
chance of being chosen. Specific details are as follows, for
category k, there are nkt 3D shapes with pseudo-labels, from
which the top (l/L)×nkt instances with the highest probability
are selected, then the top (l/L)×nkt instances of all categories
are combined to further form the training set St.

Our dataset is divided into a training set and a test set. We
train the network with both the 3D shapes and 2D images from
the training set to reduce the overall loss. When retrieving, we
use the trained network to extract the features of 2D images
and 3D shapes in the test set. Specifically, the backbone
CNN adopted in our method is AlexNet [54], which has
five convolutional layers (con v1 ∼ con v5) and three fully-
connected layers (fc6 ∼ fc8). The output of fc7 was used to
represent the features of 2D images and 3D shapes (described
in multiple views), the dimension of these features is 256. Next,
we calculate the distance between each 2D image feature and
all 3D shape features by using the Euclidean distance, and we
return the top 3D shapes with the closest distance to complete
the retrieval task.

IV. EXPERIMENTAL SETTINGS

A. Datasets
• MI3DOR [1] is a large-scale dataset for 2D-to-3D task

with 21,000 images and 7,690 shapes from 21 categories.

Of these, 10,500 images and 3,842 shapes make up the
training set, and the remaining 10,500 images and 3,848
shapes make up the test set.

• MI3DOR-2 [1] is a challenging benchmark for 2D-to-
3D task with 19,694 images and 3,982 shapes from 40
categories. Of these, 19,294 images and 3,182 shapes
make up the training set, while the remaining 400 images
and 800 shapes make up the test set.

B. Evaluation Criteria

For performance evaluation metric, we follow the protocol
of [1], [2], [15].

1) Precision Recall Curve (PR curve): A graph that vi-
sualizes the retrieval performance, which can reveal
the relationship between precision and recall in a very
intuitive way.

2) Nearest neighbor (NN): The retrieval accuracy of top 1.
3) First tier (FT): The recall of top τ , τ is the total number

of 3D instances with the same class as the query.
4) Second tier (ST): The recall of the top 2τ .
5) F-Measure (F): The harmonic average of the precision

and recall for the top 3D instances retrieved.
6) Discounted cumulated gain (DCG): The higher weight

given to the top-ranked 3D instances retrieved.
7) Average Normalized Modified Retrieval Rank (ANMRR):

A metric based on the ranking position of 3D instances.
It is worth noting that a smaller ANMRR value signifies

better retrieval performance.

C. Implementation Details

In our work, all experiments are implemented via PyTorch
[55]. In order to make a fair comparison, we utilize AlexNet
[54] pre-trained on ImageNet [13] as the backbone network.
In addition, we adopt mini-batch stochastic gradient descent
(SGD) with a momentum of 0.9 to train the network, and we
set the batch size to 32. In addition, the dimension of both 2D
image features and 3D shape features is set to 256.

D. Compared Methods

We compare FTSPL against the following competitive
methods to demonstrate the potency of FTSPL:
• AlexNet [54]: It is a well-known CNN framework that can

directly generate 2D and 3D deep features for 2D-to-3D
retrieval.

• Correlation Alignment (CORAL) [42]: The key point of
this method is to align the covariance of 2D and 3D data in
the feature space, so as to reduce the domain discrepancy.

• Geodesic Flow Kernel (GFK) [44]: It is a kernel-based
approach with the core point of finding a domain-invariant
subspace over the geodesic flow.

• Manifold Embedded Distribution Alignment (MEDA) [45]:
In this method, the cross-domain distributions are aligned
in the manifold, and it is worth mentioning that this
method can deal with the degraded feature transformation
issue.
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• Joint Geometrical and Statistical Alignment (JGSA) [43]:
In this method, two coupled projections of 2D and 3D
data are investigated to facilitate cross-domain alignment.

• Joint Adaptation Networks (JAN) [48]: The innovation of
this work is to bridge the domain gap by maximizing the
joint maximum mean discrepancy as much as possible
via an adversarial training paradigm.

• RevGard [56]: This method maximizes the loss of the
domain discriminator to promote domain confusion while
minimizing the loss of the classifier to obtain more
transferable and discriminative representations.

• Wasserstein Distance Feature Alignment Learning (WD-
FAL) [57]: It adopts a domain critic network based on
the Wasserstein distance to narrow the gap between 2D
images and 3D shapes.

• Domain Adversarial Guided Siamese Network (DAGSN)
[58]: It adopts a mutual information estimation module
and a conditional domain classifier to jointly reduce the
domain shift.

• Joint Intermediate Domain Generation (JIDG) [59]: It
matches 2D images and 3D shapes by learning domain-
invariant features based on the maximum mean discrep-
ancy.

• Joint Heterogeneous Feature Learning (JHFL) [4]: It first
learns a mapping function in the Grassmann manifold to
minimize the discrepancy between 2D images and 3D
shapes, and then uses a distribution alignment method to
align the 2D images and 3D shapes.

• Dual-level Embedding Alignment (DLEA) [1]: The ap-
proach imposes centroid alignment loss and domain
adversarial loss on features of 2D and 3D data to achieve
dual alignment of domain and category.

• Semantic Consistency Guided Instance Feature Alignment
(SC-IFA) [15]: It minimizes the maximum margin disparity
discrepancy between the 2D data distribution and the 3D
data distribution to reduce the mismatch phenomenon.

• Hierarchical Instance Feature Alignment (HIFA) [2]: It
minimizes the maximum mean feature norm discrepancy
between the 2D image distribution and 3D shape distribu-
tion so that the two domains can be aligned.

• Learning Transferable and Discriminative Representations
(LTDR) [12]: It designs a bridging layer for capturing
domain-specific characteristics during the adversarial
learning, and applies the singular value decomposition
(SVD) to boost the feature discriminability.

• Collaborative Distribution Alignment (CDA) [60]: It
designs a similarity-guided constraint and a joint domain-
class alignment module to match 2D images and 3D
shapes.

V. EXPERIMENTAL RESULTS

A. Comparison with State-of-the-arts

To thoroughly evaluate our proposed framework, we compare
the proposed FTSPL with advanced 2D image-based 3D shape
retrieval approaches on MI3DOR and MI3DOR-2 datasets as
reported in Table I and Table II. It is clear that our method can
exceed the compared approaches with a large performance gain.

TABLE I: Retrieval performance on MI3DOR dataset.

NN FT ST F DCG ANMRR
AlexNet [54] 0.424 0.323 0.469 0.099 0.345 0.667
CORAL [42] 0.362 0.174 0.256 0.060 0.199 0.816
GFK [44] 0.323 0.309 0.338 0.065 0.314 0.688
MEDA [45] 0.430 0.344 0.501 0.046 0.361 0.646
JGSA [43] 0.612 0.443 0.599 0.116 0.473 0.541
JAN [48] 0.446 0.343 0.495 0.085 0.364 0.647
RevGard [56] 0.650 0.505 0.643 0.112 0.542 0.474
JIDG [59] 0.708 0.650 0.664 0.136 0.663 0.342
JHFL [4] 0.717 0.645 0.659 0.138 0.662 0.346
DLEA [1] 0.764 0.558 0.716 0.143 0.597 0.421
SC-IFA [15] 0.721 0.584 0.721 0.163 0.637 0.363
HIFA [2] 0.778 0.618 0.768 0.151 0.654 0.362
LTDR [12] 0.781 0.651 0.808 0.155 0.684 0.332
CDA [60] 0.823 0.638 0.795 0.170 0.701 0.327
Ours 0.874 0.665 0.844 0.164 0.704 0.316

TABLE II: Retrieval performance on MI3DOR-2 dataset.

NN FT ST F DCG ANMRR
AlexNet [54] 0.518 0.355 0.488 0.355 0.383 0.629
CORAL [42] 0.538 0.369 0.497 0.369 0.399 0.614
GFK [44] 0.513 0.471 0.495 0.471 0.484 0.527
MEDA [45] 0.570 0.392 0.523 0.392 0.425 0.590
JGSA [43] 0.585 0.405 0.533 0.405 0.433 0.577
JAN [48] 0.608 0.501 0.646 0.501 0.527 0.484
RevGard [56] 0.623 0.467 0.614 0.467 0.503 0.514
WDFAL [57] 0.653 0.488 0.636 0.488 0.514 0.495
DAGSN [58] 0.671 0.533 0.657 0.542 0.376 0.464
JHFL [4] 0.665 0.596 0.609 0.596 0.612 0.390
DLEA [1] 0.700 0.555 0.681 0.555 0.593 0.424
SC-IFA [15] 0.713 0.641 0.738 0.623 0.648 0.415
HIFA [2] 0.725 0.570 0.710 0.570 0.598 0.413
LTDR [12] 0.733 0.631 0.779 0.631 0.658 0.352
CDA [60] 0.800 0.649 0.749 0.631 0.648 0.371
Ours 0.800 0.659 0.801 0.659 0.695 0.323

Specifically, on the MI3DOR, our approach is superior to the
previous approaches and gains 12.3%-170.6%, 7.6%-282.2%,
9.9%-229.7%, 0.6%-256.5%, and 7.6%-253.8% in NN, FT,
ST, F, and DCG metrics, respectively, and decreases 12.7%-
61.3% in ANMRR metric. On the MI3DOR-2, our approach
is also better than the previous approaches, which improves
NN, FT, ST, F, and DCG by 10.3%-55.9%, 2.8%-85.6%,
8.5%-64.1%, 5.8%-85.6%, and 7.3%-81.5% respectively, and
decreases ANMRR by 21.8%-48.6%. In addition, the following
insightful observations can be made.
• As expected, AlexNet [54] has the worst retrieval results.

Since it is only fine-tuned on the labeled 2D image data,
and there are no cross-domain transfer learning techniques
to help reduce domain distribution discrepancy, thus the
performance of our approach is significantly improved
over it.

• These compared methods align 2D images and 3D shapes
by learning domain-invariant features or domain-shared
feature subspace. However, these methods neglect the
intrinsic attributes of 3D shapes, thus limiting the network
adaptation ability towards unlabeled 3D shapes. Compar-
atively, our method equips 2D image features with 3D
shape attributes and transforms 2D image features toward
3D shape style to learn a more transferable network.

• Moreover, these compared methods directly employ the
classifier optimized in the 2D image domain to assign
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Fig. 2: Retrieval examples of MI3DOR. Blue represents the
incorrect retrievals.
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Fig. 3: Retrieval examples of MI3DOR-2. Blue represents the
incorrect retrievals.

pseudo-label to 3D shapes. However, due to the significant
difference between 2D and 3D domains, this scheme
is highly inaccurate. In contrast, our method explores
the category relatedness between two domains as well
as the structured information of 3D shapes by adopting
the nearest category centroid and the clustering analysis
for pseudo-labeling, respectively. In addition to this, we
employ a category-wise selection strategy to avoid the risk
of biasing to “easy” categories. Therefore, we achieved
better retrieval results.

Fig. 4: PR curves with different modules on MI3DOR.

Fig. 5: PR curves with different modules on MI3DOR-2.

We show some 2D-to-3D retrieval examples in Fig. 2 and
Fig. 3. The left side of the vertical line shows 2D images of
different categories, and the right side of the vertical line shows
the top 10 retrieval results placed based on their ranking scores.
Incorrect retrieval results are marked in blue, while correct
retrieval results are marked in gray. From Fig. 2 and Fig. 3, we
can see that our method performs very well in categories with
high discrimination, such as car, keyboard, piano, etc. In some
categories with small differentiation, the performance is poor.
For example, TV stand and mantel, table and desk, which share
many similarities in appearance, can be difficult to distinguish
even for humans. Furthermore, we can observe that there are
fewer false retrievals on MI3DOR than on MI3DOR-2 for
categories that are included in both datasets, such as vase and
tent. The reason behind this is that MI3DOR-2 has fewer 3D
shapes per class compared to MI3DOR. As a result, it is more
difficult to explore 3D attributes on MI3DOR-2 compared to
MI3DOR.
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TABLE III: Performance comparison of different pseudo-labeling strategies.

Method MI3DOR MI3DOR-2
NN FT ST F DCG ANMRR NN FT ST F DCG ANMRR

FT + 2D Classifier 0.845 0.649 0.816 0.156 0.685 0.334 0.768 0.645 0.785 0.645 0.680 0.335
FT + Nearest Category Centroid 0.866 0.658 0.837 0.161 0.697 0.321 0.791 0.653 0.794 0.653 0.689 0.327

FTSPL 0.874 0.665 0.844 0.164 0.704 0.316 0.800 0.659 0.801 0.659 0.695 0.323

TABLE IV: Results of ablation study.

Method MI3DOR MI3DOR-2
NN FT ST F DCG ANMRR NN FT ST F DCG ANMRR

CNN 0.424 0.323 0.469 0.099 0.345 0.667 0.518 0.355 0.488 0.355 0.383 0.629
CNN+IDCA 0.814 0.631 0.804 0.153 0.666 0.353 0.742 0.635 0.775 0.635 0.671 0.345
CNN+ICAV 0.787 0.601 0.782 0.146 0.637 0.379 0.728 0.627 0.775 0.627 0.650 0.358

CNN+IDCA+ICAV 0.845 0.649 0.816 0.156 0.685 0.334 0.768 0.645 0.785 0.645 0.680 0.335
CNN+SPL+IDCA+ICAV 0.874 0.665 0.844 0.164 0.704 0.316 0.800 0.659 0.801 0.659 0.695 0.323

TABLE V: Retrieval performance of FT and SPL modules.

Method MI3DOR MI3DOR-2
NN FT ST F DCG ANMRR NN FT ST F DCG ANMRR

FT 0.845 0.649 0.816 0.156 0.685 0.334 0.768 0.645 0.785 0.645 0.680 0.335
SPL 0.852 0.653 0.825 0.157 0.692 0.328 0.772 0.650 0.792 0.651 0.684 0.331

FT+SPL 0.874 0.665 0.844 0.164 0.704 0.316 0.800 0.659 0.801 0.659 0.695 0.323

(a) CNN (b) CNN+IDCA (c) CNN+ICAV (d) CNN+IDCA+ICAV (e) CNN+SPL+IDCA+ICAV

Fig. 6: The feature visualization of different modules via T-SNE on MI3DOR.

B. Comparison of Different Pseudo-Labeling Strategies

Existing works such as DLEA [1] and SC-IFA [15] directly
employ the classifier optimized in the 2D image domain
to assign pseudo-label to 3D shapes. However, due to the
significant difference between 2D and 3D domains, this scheme
is highly inaccurate. In HIFA [2], the category centroids of 2D
images are computed by averaging embeddings from the same
category, and 3D shapes can be pseudo-labeled by computing
the distance to these category centroids. Although effective,
this strategy neglects the intrinsic structure of 3D shapes. Our
method adopts the Selective Pseudo-Labeling for 3D Shapes
module to alleviate the 3D shapes mislabeling issue. There are
three sub-modules in this module: Nearest Category Centroid,
Cluster Analysis, and Incremental Category-wise Selection.
The Nearest Category Centroid sub-module is the same as the
HIFA method. The differences between the other methods and
the proposed method are as follows.

We propose to perform Cluster Analysis on 3D shapes and
match the clusters of 3D shapes with 2D image categories.
With this strategy, the inherent structure of 3D shapes can be
preserved, and the immediate benefit of doing so is that those
3D shapes that are close to the 3D shape category centroids can
be assured, regardless of how far they are from the 2D image

domain. In addition, we propose an Incremental Category-wise
Selection strategy to avoid the risk of biasing to certain easily
identifiable categories. We select a dynamic proportion of 3D
samples from each category and add these samples together
to form the training set to ensure that each category has the
same chance of being chosen.

To validate the superiority of the proposed Selective Pseudo-
Labeling for 3D Shapes module (SPL), we compare our method
(FTSPL) with the following two architectures.

FT + 2D Classifier: It directly employs the classifier
optimized in the 2D image domain to assign pseudo-labels to
3D shapes, just as the pseudo-labeling strategy of the DLEA
[1] and SC-IFA [15] methods, there is no nearest category
centroid, cluster analysis, and selection strategy.

FT + Nearest Category Centroid: It first estimates the
category centroids of 2D images via averaging embeddings
from the same category, then calculates the distance between
3D shape and these category centroids. The category of the
2D image centroid close to the 3D shape is used as the pseudo
label of 3D shape.

Table III shows the performance of different architectures on
MI3DOR and MI3DOR-2 datasets. From the experimental
results, it can be seen that our pseudo-labeling approach
works better than other pseudo-labeling strategies, mainly
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(a) CNN (b) CNN+IDCA (c) CNN+ICAV (d) CNN+IDCA+ICAV (e) CNN+SPL+IDCA+ICAV

Fig. 7: The feature visualization of different modules via T-SNE on MI3DOR-2.

because our method designs a cluster analysis strategy that
preserves the intrinsic structure of the 3D shapes. In addition,
all the pseudo-labeling strategies compared do not take into
account the selection preference issue, while our method can
well avoid this by performing the incremental category-wise
selection. The retrieval results in Table I and Table II can
also validate the superiority of the proposed selective pseudo-
labeling strategy (SPL) to some extent, as our method achieves
better performance than the DLEA, SC-IFA, and HIFA methods
that employ the different pseudo-labeling strategies from ours.

C. Effects of Key Modules in the Network

In this section, we provide an ablation study in Table IV
to analyze the contribution of different components of our
work to the final performance. In addition, the corresponding
PR curves are shown in Fig. 4 and Fig. 5. Specifically, we
study different combinations of the following components:
inter-domain centroid alignment (IDCA), intra-class attribute
variation of 3D shape features (ICAV), and selective pseudo-
labeling (SPL).

For category k, if only ICAV is adopted to construct
the sampling distribution N(0,Σkt ), then “CNN+ICAV” suf-
fers from the overall attribute deviation. If only IDCA is
adopted to construct the sampling distribution N(∆µk, 0), then
“CNN+IDCA” cannot fully capture the intra-category attribute
variation in the 3D shape domain. From the results presented
in Table IV, our “CNN+IDCA+ICAV” strategy achieves better
performance compared to other combined strategies. This
reveals that the proposed multivariate normal distribution
N(∆µk,Σkt ) can produce useful transformation orientations
to guide the transformation of 2D image features to 3D shape
style.

After that, we further investigate the effects of selective
pseudo-labeling (SPL) in FTSPL. From Table IV, we can
observe that the retrieval performance of “CNN+IDCA+ICAV”
is further improved by adding the SPL module. This is because
selective pseudo-labeling helps achieve more accurate 3D shape
predictions, which facilitates capturing potential 3D shape
attributes and provides more reliable centroid and covariance
estimates.

We added an experiment to validate the effectiveness of
the Feature Transformation module (FT, Section III-C) and
Selective Pseudo-Labeling module (SPL, Section III-D) in
improving the retrieval performance on MI3DOR and MI3DOR-
2 datasets. From Table V, we can observe that good retrieval
results can be achieved using either the FT module or the

SPL module alone, as they explore the attribute and structure
information of the 3D shape domain respectively. Further
improvements in retrieval performance can be observed when
the two modules are combined, as the strengths of the two
modules complement each other, thus enabling the network to
better explore unlabeled 3D shape domain information, and
match 2D images and 3D shapes very well.

D. Qualitative Evaluation

In order to analyze the contribution of each component more
intuitively, we visualize the distribution of learned features by
t-SNE [61]. Fig. 6 and Fig. 7 show the feature distribution
of MI3DOR and MI3DOR-2 datasets, respectively. Where the
blue dots are 3D shape features while the red dots are 2D
image features.
• For AlexNet (CNN), the distribution of 3D shape features

is not aligned with that of 2D image features. According to
Fig. 6(a) and Fig. 7(a), we can observe that features of the
same category among different domains are not mapped
nearby, indicating that there is still a large discrepancy in
cross-domain distribution.

• As shown in the Fig. 6(b), Fig. 6(c), Fig. 7(b), and Fig.
7(c), “CNN+IDCA” and “CNN+ICAV” both achieve better
results than “CNN”. They both form compact clusters per
class. In addition to that, we can observe that features from
the same category are close to each other, regardless of
the domain they come from. The underlying reason is that
the “CNN” does not consider the problem of domain
shift, in contrast, the proposed inter-domain centroid
alignment (IDCA) can reduce the overall bias between
the 3D shape domain and the 2D image domain, bringing
the two distributions closer to each other. The intra-class
attribute variation (ICAV) can generate rich intra-category
attribute variation knowledge of the 3D shape domain and
facilitate the transformation of 2D image features to 3D
shape features, which further verifies that our model can
alleviate the domain shift problem effectively.

• Compared to “CNN+IDCA” and “CNN+ICAV”, as ex-
pected, the features learned by “CNN+IDCA+ICAV” dis-
played higher intra-class compactness. This is reasonable
since more meaningful feature transformation orientations
toward 3D shape style are discovered.

• Compared to “CNN+IDCA+ICAV”, the 3D shape fea-
tures (blue dots) learned by “CNN+SPL+IDCA+ICAV”
displayed larger inter-class margin, which manifests that
selective pseudo-labeling strategy (SPL) can explore the
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structure information of unlabeled 3D shapes and is useful
for improving the precision of pseudo-labeling for 3D
shapes. Based on these observations, we can infer that
FTSPL can steadily mitigate the distribution discrepancy
across domains for 2D image-based 3D shape retrieval
tasks.

VI. CONCLUSION

In this work, we develop a feature transformation framework
with selective pseudo-labeling (FTSPL) for 2D-to-3D task. We
transform 2D image features towards 3D shape style under
the guidance of inter-domain centroid alignment and intra-
category attribute variation. The implicitly transformed 2D
image features can bridge the inter-domain gap and improve
the discrimination ability of the network by optimizing a
transferable cross-entropy loss. Besides, a selective pseudo-
labeling strategy is proposed to ensure the reliability of pseudo-
labels of 3D shapes. Extensive experiments on two popular
datasets demonstrate the state-of-the-art performance of FTSPL.
The retrieval examples in Fig. 3 can demonstrate the feasibility
and practicality of FTSPL. In addition, to better analyze the
performance of FTSPL, we further explored the impact of
three key modules: IDCA, ICAV, and SPL. In the future, we
will further explore real-world 3D shapes for experimentation,
not just 3D CAD shapes. Compared with 3D CAD shapes,
real-world 3D shapes possess richer visual content. Therefore,
there is a need to improve the presentation ability of features.
Given the successful application of spatial attention mechanism
in Baidu PaddlePaddle platform [62], [63], we will design a
spatial attention module to explore the visual information of
3D shapes in our future work.
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